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SUMMARY

As modern AI systems, such as diffusion-based generative models or large language
models (LLMs), continue to grow in scale, complexity, and societal impact, understanding
and mitigating their risks has become increasingly urgent yet challenging due to their
black-box nature.

My thesis addresses this critical challenge by developing novel visualizations and
algorithms that help people understand the reasons and mechanisms behind AI behaviors,
and take actionable steps to mitigate risks. Our work is organized into three complementary
thrusts:

(1) Attribute risks. We begin with investigating how to uncover the underlying causes
of AI risks. We present the first survey bridging LLM interpretation and safety. Building
on insights from our survey that training data can offer intuitive explanations for LLM
generations, we develop LLM Attributor, which visually reveals the training data sources
behind LLM-generated text, offering a novel way to diagnose unsafe outputs.

(2) Explain failure. While interpretation algorithms reveal causes of AI risks, their
impact depends on how effectively they are communicated. To fill this gap, we introduce
interactive visualizations that explain complex model mechanisms to broad audiences.
Diffusion Explainer helps non-experts understand modern generative AI, outperforming
traditional tools in 56-participant user studies. Extending visualization to non-generative
models, VisCUIT empowers experts to explore the mechanisms behind failures of classifiers.

(3) Guide mitigation. To reduce risks, we introduce CRAYON, simple yet powerful
algorithms that help classifiers overcome reliance on irrelevant features using yes-no anno-
tations; experiments with large-scale human evaluations with 5,893 participants show its
superiority over 12 methods across three datasets — even those requiring complex anno-
tations. Extending to modern LLMs, we develop SHINE algorithm to determine whether
hallucinations stem from limited model knowledge or flawed generation strategies. SHINE
effectively differentiates faithful text and two types of hallucinations across three LLMs,
and outperforms seven hallucination detection methods across four datasets and four LLMs.

My PhD research develops practical, innovative, human-centered solutions for research
problems grounded in real-world needs, from advancing AI education to improving LLM
safety, leveraging close partnership with leading companies like Google, Adobe, Cisco,
JPMorgan Chase, ADP, and Avast. My work has made significant impacts across academia,
industry, and society: Diffusion Explainer and its followup work Transformer Explainer
have reached over 638k users in 210+ countries and have been integrated into university
AI courses (e.g., MIT, Columbia). My research has been recognized with honors including
the Korean Honor Scholarship, NCWIT AiC Collegiate Award Finalist, and IEEE VIS Best
Poster Award.
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CHAPTER 1
INTRODUCTION

With the rapid advancement of artificial intelligence (AI), its integration into real-world
applications is expanding. However, AI systems also introduce significant risks that can
lead to serious societal consequences. For example, AI-driven legal [1, 2] and hiring [3]
decisions have been shown to produce varying impacts to people in different sectors, while
information generated by large language models (LLMs) has caused widespread issues in
critical domains such as healthcare, politics, and finance [4, 5, 6, 7].

A major challenge in addressing these risks is the black-box nature of AI models, which
makes it difficult to detect and mitigate such harmful behaviors. For instance, ensuring the
accuracy of LLM-generated text requires exhaustive human review, which can be extremely
tedious and even impossible. Similarly, to inspect whether an AI model underperforms for
specific data groups, practitioners have to obtain additional labels for training or validation
data and analyze their correlation with model predictions. Even after identifying the
underperforming data groups, practitioners would struggle to mitigate the issues due to the
lack of understanding of the reasons and mechanisms for the underperformance.

To fortify AI safety, there is an urgent need to deeply understand and correct AI models’
undesirable behaviors. This requires not only uncovering the reasons behind unsafe AI out-
puts but also providing explanations that make these insights accessible to broad audiences.

Figure 1.1: This thesis develops methods that attributes AI model risks to their underlying
causes, explains these risks to a variety of audiences, and guides their mitigation.
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Figure 1.2: My thesis includes three complementary parts. Each part addresses one research
question with research answers and example works mapped to six chapters of this thesis.

Moreover, equipping people with practical methods to effectively fix AI models to be safer
is essential.

This thesis (Fig. 1.1) aims to tackle these critical research challenges by developing
novel visualizations and algorithms that help people understand the reasons and mechanisms
behind AI behaviors, and take actionable steps to mitigate risks.

1.1 Thesis Overview

To advance safe, reliable, and human-centered AI, this thesis addresses three core research
questions: how to attribute AI model risks (Part I), how to effectively explain the failures to
diverse audiences (Part II), and how to guide risk mitigation for AI models (Part III). These
questions form the foundation of this thesis and correspond to the three complementary
parts described in Fig. 1.2. Each part addresses one research question with research answers
and example works mapped to six chapters of this thesis.

1.1.1 Part I: Attribute Risks

To begin, my dissertation investigates how to discover the underlying causes of AI model
risks. In particular, I focus on large language models (LLMs), which demonstrate remarkable
versatility across a wide range of real-world tasks, but are prone to generating unsafe outputs.
These risks include hallucination and harmful statement, which hinder their safe adoption in
high-stakes domains. Interpretation techniques provide a powerful lens for understanding
and mitigating such unsafe outputs. However, despite frequent claims that interpretation
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Figure 1.3: Framework of our survey bridging LLM interpretation and safety. It connects
safety-focused interpretation methods, safety enhancements they inform, and the tools that
operationalize them, organized by a taxonomy based on LLM workflow: training, input
tokens, inference, and generation.

can support safety, prior research has lacked a systematic examination of how interpretation
and safety are actually connected. To bridge this gap, I conducted the first systematic
survey of research at the intersection of LLM interpretation and safety (Chapter 3). Building
on insights from our survey that training data can offer intuitive explanations for LLM
generations, I developed LLM Attributor, which visually reveals the training data sources
behind LLM-generated text, offering a novel way to diagnose unsafe outputs (Chapter 4).

Interpretation Meets Safety: A Survey on Interpretation Methods and Tools for Improving
LLM Safety (Chapter 3)

This first-of-its-kind survey fills a critical gap across two important domains: AI safety
and interpretation. We organize LLM interpretation methods by their focus across LLM
workflow: training process, input prompts, inference, and generation for self-reasoning
(Fig. 1.3). This taxonomy anchors connections to six safety enhancement strategies and
four categories of tools, summarizing nearly 70 works at their intersections. To guide future
research and raise awareness of unresolved safety issues, we further distill open problems
and challenges in LLM interpretations and safety.

LLM Attributor: Interactive Visual Attribution for LLM Generation (Chapter 4)

Our survey revealed that training data attribution, which traces unsafe outputs back to
problematic sources, is a promising yet underexplored approach to LLM safety. Building
on this observation, we develop LLM ATTRIBUTOR, a Python library that visualizes the
training data points attributable to an LLM’s text generation (Fig. 1.4). LLM ATTRIBUTOR
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Figure 1.4: LLM Attributor visualizes training data attribution in computational notebooks.
Users can interactively select (A) tokens for attribution, viewing (B) top-ranked training
data points as (B1) a list with (B2) expandable details, (C) explore summarized keywords,
and (D) analyze attribution scores through a histogram.

enables users to quickly trace generated text back to training data, offering insights into
model behavior and enhancing trustworthiness. Furthermore, our tool supports comparisons
between model-generated and user-provided text, enabling users to understand why certain
model outputs have predominance. Designed for seamless use in computational notebooks,
our library provides interactive visualizations that integrate easily into existing workflows,
making attribution accessible to researchers and practitioners.

1.1.2 Part II: Explain Failure

While Part I examined how to uncover the causes of risky AI behavior, identifying these
causes alone is insufficient. Interpretation algorithms may surface valuable insights, but their
practical impact depends on how effectively those insights are communicated. Part II of
the thesis fills this gap by introducing interactive visualizations that explain complex model
mechanisms to a variety of audiences. We begin with Diffusion Explainer (Chapter 5), which
visualizes how text-to-image diffusion models transform prompts into images. Yet, the
need for clear explanations goes beyond generative models, particularly to CNN classifiers,
which often make unreliable predictions based on spurious correlations. To address this,
we develop VisCUIT (Chapter 6), an interactive tool that reveals how and why a CNN
classifier underperforms on specific data groups, enabling researchers and practitioners to
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Figure 1.5: Diffusion Explainer integrates an overview of Stable Diffusion’s components
with explanations of their operations. Users can see how (A) a text prompt is encoded into
(B) a representation that guides (C) iterative image representation refinement, with (D) each
step reviewable, before (E) the representation is upscaled into higher resolution.

easily pinpoint the causes of model failures.

Diffusion Explainer: Visual Explanation for Text-to-image Stable Diffusion (Chapter 5)

Our first work of this part, Diffusion Explainer (Fig. 1.5), responds to the growing popularity
of diffusion-based text-to-image generative models. While these models are widely used by
diverse people, ranging from artists to marketing professionals, their complexity makes them
difficult to understand, and their outputs raise critical safety concerns such as inappropriate
content or intellectual property violations. To build awareness of these risks and help users
better understand model behavior, Diffusion Explainer offers an interactive visual overview
of Stable Diffusion’s architecture with clear explanations of its underlying operations.
Our tool also enables users to experiment with prompt variations, revealing the impact
of keywords changes on image generation. A 56-participant user study demonstrates that
DIFFUSION EXPLAINER offers substantial learning benefits to non-experts. Our tool has
been used by over 28,000 users from over 140 countries at https://poloclub.github.io/diffusi
on-explainer/.

VisCUIT: Visual Auditor for Bias in CNN Image Classifier (Chapter 6)

We extend our approach of developing interactive visualization to classical CNN image
classifiers, which often make unreliable predictions due to spurious correlations. Their
complex and opaque internal operations make it difficult to pinpoint why predictions fail.
To address this, we develop VISCUIT, an interactive visualization system that reveals
how and why a CNN classifier is biased (Fig. 1.6). VISCUIT visually summarizes the
subgroups where the classifier underperforms and helps users discover and characterize the
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Figure 1.6: VisCUIT reveals how and why a CNN image classifier is biased. For a smile
classifier that spuriously links hair color with smiling, it displays (A) underperforming sub-
groups with (A1, A2) attentions and (A3) performance summary, and (B) neuron activations
with (B1, B2) associated concepts.

causes of these failures by linking misclassifications to the image concepts that activate
specific neurons. VISCUIT runs directly in modern browsers and is open source, making it
broadly accessible and easy to extend to other model architectures and datasets. VISCUIT
is publicly available at https://poloclub.github.io/VisCUIT, with a demo video at https:
//youtu.be/eNDbSyM4R 4.

1.1.3 Part III: Guide Mitigation

Building on Part I and Part II, which uncovered and communicated the root causes of risky
AI behaviors, Part III of my dissertation turns to the natural next step: mitigating these risks.
This part starts with CRAYON (Chapter 7), an algorithm that resolves a common failure in
AI classifiers — relying on spurious knowledge learned from training data and attending
to irrelevant features when making predictions. Extending this idea to modern LLMs, I
introduce the hallucination probing task (Chapter 8), which examines whether an LLM
possesses sufficient knowledge to generate a faithful response and whether the response
aligns with the knowledge, and develop the SHINE algorithm to address these questions.

Effective Guidance for Model Attention with Simple Yes-no Annotations (Chapter 7)

We first introduce CRAYON (Correcting Reasoning with Annotations of Yes Or No), which
provides effective, scalable, and practical solutions to guide model attention using only sim-
ple yes-no annotations. AI models often rely on spurious correlations learned from training
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data, resulting in unreliable predictions. To address this challenge, CRAYON integrates two
complementary strategies: CRAYON-Attention, which directs classic saliency-map-based
interpretations toward relevant image regions, and CRAYON-Pruning, which removes
irrelevant neurons identified by modern concept-based methods. Together, these approaches
align model attention with human expectations, mitigating bias without costly annotation re-
quirements. Through extensive experiments with both quantitative and human evaluation, we
showcase CRAYON’s effectiveness, scalability, and practicality. CRAYON achieves state-
of-the-art performance, outperforming 12 methods across 3 benchmark datasets, surpassing
approaches that require more complex annotations.

Probing LLM Hallucination from Within: Perturbation-Driven Approach via Internal Knowl-
edge (Chapter 8)

We extend this overarching principle — ensuring models rely on appropriate knowledge — to
modern LLMs, which present a new challenge of hallucinations, where outputs may appear
convincing but lack factual grounding. To better understand the causes of hallucinations, we
introduce hallucination probing, a new task that classifies LLM-generated text into three
categories: aligned (LLM has sufficient knowledge and responds faithfully), misaligned
(LLM has knowledge but generates contradictions), and fabricated (LLM lacks relevant
knowledge). Driven by our novel discovery that perturbing key entities in prompts affects
LLM’s generation of these three types of text differently, we develop SHINE (Systematic
Hallucination Inspection with Noisy Entity), a novel hallucination probing method that
does not require external knowledge, supervised training, or LLM fine-tuning. SHINE is
effective in hallucination probing across three modern LLMs, and achieves state-of-the-art
performance in hallucination detection, outperforming seven competing methods across four
datasets and four LLMs, underscoring the importance of probing for accurate detection.

1.2 Thesis Statement

Solutions to enhance AI safety by empowering diverse audiences—from novices to expert
practitioners—identify risks, interpret model behaviors, and intervene in harmful outcomes
through the development of methods that:

1. Attribute AI risks by unifying interpretation techniques and presenting their outcomes
as clear, easy-to-understand visualizations,

2. Explain failures of both modern generative models and classical classifiers through
engaging, interactive visualizations, and

3. Guide risk mitigation by designing practical algorithms that systematically align
model decision processes with human reasoning.
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1.3 Research Contributions

My thesis contributes to the fields of human-computer interaction, machine learning, visual-
ization, and their intersections by developing approaches to attribute risks (Part I), explain
model failures (Part II), and guide risk mitigation (Part III).

Bridging Interpretability and Safety: A New Paradigm for Responsible and Safe AI

• We present the first comprehensive survey that connects LLM interpretation and
safety (Chapter 3). We introduce a unified framework that summarizes safety-focused
interpretation methods, interpretation-informed safety enhancement strategies, and
practical tools that operationalize them. This timely survey provides researchers and
practitioners with a clear roadmap of key advancements, establishing interpretation as
a cornerstone for building safer LLMs.

• LLM Attributor (Chapter 4) elevates training data attribution, a powerful yet underex-
plored interpretation technique, into a practical safety tool. By enabling practitioners
to directly visualize and inspect the training data most responsible for an output, it de-
livers interactive, evidence-based reliability checks that can be leveraged to diagnose
unsafe generations.

• VisCUIT (Chapter 6) transforms interpretation into fast, intuitive diagnostics of spu-
rious model behaviors, exposing how and why models produce unreliable predictions.
VisCUIT empowers practitioners to identify and preempt risks before deployment in
high-stakes applications.

• CRAYON (Chapter 7) pioneers an algorithmic bridge between interpretation and
intervention, offering a practical and scalable solution to rectify improper model
attention. CRAYON enables both classic and modern interpretation methods to
directly enhance model robustness and reliability.

Revolutionizing AI Understanding: Global Reach through Interactive Visualization

• Diffusion Explainer (Chapter 5) demonstrates the substantial learning benefits of
interactive visualization for understanding generative AI compared to traditional
resources, validated by a 56-participant user study. Together with the follow-up
Transformer Explainer, these tools have reached over 638,000 users across 200+
countries and been integrated into top university courses (e.g., MIT, Columbia),
establishing interactive visualization as a proven approach for democratizing AI
education.

• LLM Attributor (Chapter 4) offers visualizations for computational notebooks, mak-
ing attribution fast, legible, and seamlessly integrated into workflows. Features such
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as influential example visualization and side-by-side comparison allow practitioners
to interactively explore how outputs arise, simplifying adoption of attribution.

• VisCUIT (Chapter 6) advances interactive exploration of model internals, enabling
researchers and practitioners to easily probe and interpret complex attention patterns.
Its visualization design provides an accessible yet powerful interface for understanding
model behaviors, complementing its role as a diagnostic tool for safety.

Breakthrough Algorithms Driving Safer Models

• CRAYON (Chapter 7) introduces the first practical and scalable method to correct
model attention with simple yes-no feedback. Validated by a large-scale evaluation
with nearly 6,000 participants, CRAYON demonstrates effectiveness, scalability, and
practicality in refining model attention.

• SHINE (Chapter 8) establishes a new paradigm for probing LLM hallucinations
through model knowledge. Without external knowledge, supervised training, or fine-
tuning, SHINE predicts whether an LLM possesses sufficient knowledge to generate
a faithful response, and whether the response aligns with the model’s knowledge,
providing a powerful diagnostic for hallucination detection and analysis.

Open-source and Extensible Systems Accelerating Global AI Innovation

• Across this thesis, I have released many open-source, paradigm-shifting tools—
from web-based visual interfaces (Chapter 4, 5, 6) to scalable algorithms to improve
AI safety (Chapter 7, 8)— that are freely available for adoption and extension. This
work has empowered researchers, practitioners, and educators worldwide to build
upon my designs, accelerating innovation and advancing the responsible use of AI.

1.4 Impact

My thesis research is already making significant impact on industry and society.

• Diffusion Explainer (Chapter 5) and its followup work Transformer Explainer have
pioneered generative AI education and literacy, being used by more than 638,000
novices across 200+ countries and integrated into top university courses (e.g., MIT,
Columbia). These contributions have been recognized by prestigious honors, including
being named an NCWIT AiC Collegiate Award Finalist and winning the IEEE VIS
Best Poster Award.

• My visualization designs for safety and interpretability, exemplified in LLM Attrib-
utor (Chapter 4) and VisCUIT (Chapter 6), led to Cisco’s OpenRAI library for
responsible AI, and informed the creation of a visualization interface with AVAST to
strengthen web security.
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• My research was recognized with the Korean Honor Scholarship, a competitive
fellowship awarded by the Korean government to only 36 Korean students studying in
the US.

• My works have been recognized with multiple awards: VisCUIT (Chapter 6) received
the Best Project Award Honorable Mention (2nd place) in CS7001, a course taken
by over 60 first-year CS PhD students at Georgia Tech; SHINE (Chapter 8) received
the NeurIPS SoLaR Workshop Travel Award; CRAYON (Chapter 7) received the
IEEE BigData Student Travel Award. Beyond academia, these ideas were translated
into industry impact, with my work winning the Best Poster Award in the Adobe
Firefly intern poster session.

• My thesis ideas contributed to securing two highly competitive funded grant awards:
the concept of democratizing AI (Chapter 5 and 6) formed the foundation of a funded
$1.2M NSF Medium Grant, while educational innovation in the era of generative AI
(Chapter 5) received a Google Research Award.
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CHAPTER 2
BACKGROUND AND RELATED WORK

This chapter reviews related work, focusing on the areas to which my thesis contributes:
(1) AI safety (Sec. 2.1), (2) AI interpretation algorithms (Sec. 2.2), and (3) AI explanation
visualizations (Sec. 2.3).

2.1 AI Safety

2.1.1 Unreasonable Predictions of Classical AI Models

There have been many efforts to understand failures in the state-of-the-art AI systems. Many
of the face recognition algorithms have been proven to present performance disparity across
racial and gender groups [8, 9, 10, 11]. Lambrecht et al. [12] and Angwin et al. [13] revealed
that the advertisement recommendation systems and legal decision making software also
struggle with similar issues.

To deeply analyze these issues in AI image classifiers, Singh et al. [14] investigated
the co-occurrence between objects and their contexts for each category and attempted to
decorrelate them to reduce classifiers’ dependency on the contexts. UDIS [15], which is
developed to generate the image subgroups without human guides or additional attributes,
clustered images based on the last-layer feature vectors from classifiers and extracted the
subgroups with low accuracies. However, it is hard to pinpoint how a classifier underper-
forms using these methods since numerous subgroups are generated and the characteristics
of each subgroup is often unclear. Furthermore, most existing approaches [9, 10, 16] argue
that the skewness in training datasets is the major source of such performance disparity.

2.1.2 Unsafe Generations of Modern LLMs

There are four major LLM safety concerns commonly studied in research [17]: hallucination,
jailbreaks and harmfulness, bias, and privacy leakage. These safety risks often share similar
underlying causes, such as risky training data and objectives that favor memorization over
generalization. Such design choices can embed unintended correlations, reinforce biases,
and leave models vulnerable to adversarial prompts. As a result, hallucinations arise from
confident fabrication; jailbreaks exploit alignment flaws; bias reflects systemic data skew;
and privacy leakage stems from memorized content. Despite differing in expression, these
risks all stem from failures to generalize appropriately.

Among these safety issues, hallucinations have been actively explored to improve
LLMs’ accuracy and trustworthiness. Some approaches have verified the reliability of
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LLM-generated text by comparing it to external sources or human evaluation [18, 19, 20].
For example, FactScore [19] examines text using Wikipedia or human evaluation, which
can be unavailable or costly. As an alternative, researchers have trained classifiers to differ-
entiate faithful and hallucinated text [21, 22, 23], or fine-tuned LLMs to avoid potentially
hallucinated responses [24, 25, 26]. However, as these methods require supervised training
on large labeled datasets, prompting [27, 28, 29] or consistency checks [30, 31, 32, 33] have
been proposed but may fail against confident fabrications due to LLM’s auto-regressive
nature [34, 35, 36, 37]. Uncertainty estimation methods [38, 39, 36, 40, 41, 42, 43, 44] often
overlook hallucinations from randomness or token dependencies [45, 46, 47].

2.1.3 Guiding AI Safety

To resolve AI models’ failures, a lot of efforts have been dedicated to rectifying model
attention. Some researchers have attributed irrelevant attention to spurious correlations in
training data [48] and alleviate such issues by reweighting or subsampling training data [49,
50, 51, 52, 53]. However, challenges arise when a training dataset lacks spurious-free
data. In response, some researchers opt to create balanced training datasets by collecting
or generating additional instances [54, 55, 56, 57, 58]. Yet, these approaches can be costly
or impractical in real-world scenarios [59]. Various loss terms [60, 61, 62] and pruning ap-
proaches [63] have been introduced to counter the impact of spurious correlations. However,
all these methods require annotations for the attributes that are spuriously correlated with
the class labels, while identifying the correlated attributes is challenging in practice [64].
Several methods addressing such limitations have shown some efficacy [51, 65, 66, 67].

To achieve higher performance while overcoming all the aforementioned limitations,
researchers have incorporated humans in refining vision models [68, 69, 70]. Various
approaches have extended model interpretation techniques beyond mere identification,
aiming to align model attributions with human intuition [71, 72]. Many researchers have
focused mainly on saliency maps and collected human annotations for model attention.
The RRR loss [73] was proposed to redirect MLP models away from regions annotated by
humans as irrelevant, later extending its applicability to deeper models [74, 75]. CDEP [76]
and SPIRE [77] aim to reduce the impact of irrelevant pixels by leveraging contextual
decomposition and masking specific objects in images, respectively. Stammer et al. [78]
refine models at both pixel and concept levels by disentangling concepts within an image.
However, all these methods require humans to supply ground truth attention maps for each
image, which can be prohibitively costly to obtain. To address this challenge, some progress
has been made by using eye-gaze tracking apparatus [79] or introducing simpler alternatives
such as scribble maps [80] and bounding boxes [81], which yet do not resolve the inherent
limitations of human-provided attention maps [75].
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2.2 Interpretation Algorithms for AI

2.2.1 Interpretation for Classical Models

A growing body of research has proposed techniques to help people interpret the behaviors
of convolutional neural networks (CNNs). Earlier CNN interpretation approaches have made
input-level explanations, which aim to reveal the features in inputs with major contribution
to model behaviors [82, 83]. However, these approaches do not demonstrate which neurons
in CNN models are responsible for the model behaviors. Recently, several methods propose
neuron-level explanations [84, 85, 86]. In parallel, some research attempts to interpret
adversarial attack in CNNs [87, 88, 89], hyperparameter tuning [90, 91, 92], and model
selection [93].

2.2.2 Interpretation for Modern LLMs

Defining LLM interpretation as recognizing and explaining LLM behaviors in human-
understandable terms [94, 95, 96, 97], researchers have developed many interpretation
methods for modern generative LLMs [98, 99]. For example, training data attribution
(TDA), which identifies the training data points most responsible for model behaviors, has
been actively explored thanks to its wide-ranging applications, including model interpre-
tations [100] and debugging [101, 102, 103]. While some researchers have estimated the
impact of individual training data points on model performance [104, 105, 106] and training
loss [102, 107], others have attempted to scale influence functions [108], a classical gradient-
based method, to non-convex deep models [101]. Recent efforts have been dedicated to
adapt these methods to large generative models, primarily focusing on improving their
efficiency [109, 103, 110].

2.3 Visual Explanations for AI

2.3.1 Interactive Visualizations for AI Models

Early tools like ConvNetJS MNIST demo [111] and Tensorflow Playground [112] enabled
users to experiment with simple models and datasets directly in their browsers. To explain
more advanced techniques, researchers have developed interactive articles [113, 114, 115,
116, 117, 118], but they often assume prior machine learning knowledge. To address the
needs of non-experts, interactive visualization tools such as CNN Explainer [119], GAN
Lab [120], and Adversarial-Playground [121] were developed.

Recent efforts have been also made to develop visual attributions tailored for LLMs [122,
123, 124, 125]. Transformers-Interpret [122], InSeq [123], and LIT [124, 125] visually
highlight important segments of the input prompt, while Ecco [126] visualizes neuron
activations and token evolution across model layers to probe model internals. However,

13



these methods that attribute model behaviors solely relying on the input prompt are not
sufficient to explain the text generations of LLMs, whose behaviors are intricately linked to
the training data [127].

2.3.2 Visual Toolkits for AI Risks

Since AI risks can hugely affect various people’s lives, the toolkits to help people understand
specific risks have been actively developed. FairML [128] quantifies the relative significance
of the inputs to a predictive model to evaluate the model’s fairness. While Aequitas [129]
enables users to easily measure fairness of algorithms using various metrics, AI Fairness
360 [130] integrates a number of state-of-the-art techniques for algorithmic biases, including
bias assessment metrics, bias mitigation algorithms, and bias explanations. FairVis [131]
allows users to generate and explore data subgroups based on their domain knowledge and
suggests relevant subgroups. However, these approaches are applicable only for the datasets
with abundant well-defined attributes (e.g. tabular data), and therefore cannot handle the
models associated with image data unless additional attributes for the data are provided.
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Overview As AI systems are increasingly adopted in high-stakes applications, ensuring
their safety has become critical. Among them, large language models (LLMs) pose unique
risks due to their widespread deployment and open-ended generation, making safety-focused
interpretations particularly important. While many interpretation techniques have been
proposed to explain LLM behavior, it remains unclear which methods are most effective for
assessing safety and how their results should be presented and applied to improve model
safety.

Part I of this thesis begins by introducing a unified framework that connects safety-
focused interpretation methods with the safety enhancements they enable, as well as the
tools that operationalize them (Chapter 3). This chapter builds on work published at EMNLP
2025 [132].

Chapter 3

Interpretation Meets Safety: A Survey on Interpretation Methods and
Tools for Improving LLM Safety. Seongmin Lee, Aeree Cho, Grace C. Kim,
ShengYun Peng, Mansi Phute, and Duen Horng Chau. Conference of Empirical
Methods in Natural Language Processing (EMNLP), 2025. P PDF

Our survey suggests that training data attribution is a particularly valuable direction, as it
links model outputs back to the training data. This approach offers practitioners intuitive
insights into why a model produces certain outputs and highlights potentially unsafe training
data. To make such analysis more accessible in practice, we develop LLM Attributor
(Chapter 4), an open-source Python library that provides interactive visualizations for
training data attribution of LLM text generation [133]. This chapter is adapted from work
published at AAAI 2025 Demo.

Chapter 4

LLM Attributor: Interactive Visual Attribution for LLM Generation. Seongmin
Lee, Zijie J. Wang, Aishwarya Chakravarthy, Alec Helbling, ShengYun Peng,
Mansi Phute, Duen Horng Chau, Minsuk Kahng. Proceedings of the AAAI
Conference on Artificial Intelligence (AAAI), 2025. P PDF
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CHAPTER 3
INTERPRETATION MEETS SAFETY: A SURVEY ON INTERPRETATION

METHODS AND TOOLS FOR IMPROVING LLM SAFETY

3.1 Introduction

Large language models (LLMs) have shown remarkable capabilities across many do-
mains [134, 135, 136, 137], but their outputs can be unsafe, posing significant challenges
for real-world use [138]. In response, researchers have developed interpretation methods
and tools to better understand the mechanisms behind unsafe generation and to improve
safety [98, 99].

Bridging Interpretation and Safety. As interest in both LLM interpretation and safety
grows, a unifying survey that bridges the two becomes essential. Existing surveys largely
focus on either interpretation [139, 140, 141, 142] or safety [143, 144, 145, 146, 147],
without addressing how interpretation can enhance safety or inform users to operationalize
such enhancements. Yet, both safety and human understanding are core motivations for
interpretation research [140]. Some works suggest safety as a downstream application
of interpretation [148] or explore only limited intersections between interpretation and
safety [149]. Moreover, emerging directions like self-reasoning interpretation, where LLMs
explain their own behaviors, remain underexplored [139, 97, 142]. Our survey fills these
critical gaps by contributing:

• The first survey bridging LLM interpretation and safety (Fig. 3.1). Our timely
survey introduces a unified framework for summarizing safety-focused interpretation
methods (Sec. 3.2), the safety enhancement strategies they inform (Sec. 3.3), and the
practical tools that operationalize such enhancements (Sec. 3.4). Although improving
safety and human understanding is often cited as a motivation for interpretation
research [94, 100, 139, 141, 140], this connection has not been systematically surveyed
until now.

• Novel taxonomy of LLM interpretation methods organized by LLM workflow
focus (Fig. 3.1): training process (Sec. 3.2.1), input prompts (Sec. 3.2.2), inference
(Sec. 3.2.3), and generation for self-reasoning (Sec. 3.2.4). These taxonomy categories
anchor connections to six safety enhancement strategies (Sec. 3.3) and four tool types
(Sec. 3.4), summarizing nearly 70 works at their intersections (Table 3.1), including
emerging areas like self-reasoning for interpretation not covered in prior surveys.

• Distill open problems and challenges to guide future NLP research and raise
awareness of unresolved safety issues (Sec. 3.5). These include defending against
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Figure 3.1: Visual overview our survey’s unified framework bridging LLM interpretation
and safety, summarizing the connections between safety-focused interpretation methods
(Sec. 3.2), the safety enhancements they inform (Sec. 3.3), and the tools that operationalize
them (Sec. 3.4). We organize surveyed research using a novel taxonomy based on LLM
workflow: training, input tokens, inference, and generation.

interpretation-informed attacks, evaluating interpretation, using training attribution
for safety, designing user-centered presentation of interpretation, and refining safety
dimensions.

3.2 Interpretation Methods for LLM Safety

We categorize interpretation methods by where they operate in the LLM workflow (Fig. 3.1):
training process (Sec. 3.2.1), input tokens (Sec. 3.2.2), model internals (Sec. 3.2.3), and
underlying knowledge revealed by LLMs’ self-explanatory capabilities (Sec. 3.2.4).

3.2.1 Attribute Safety to Training Process

Since LLMs are shaped by their training data [103], training data attribution (TDA) assumes
unsafe behaviors stem from problematic training data and evaluates the contribution of
each training data point to model behavior. Representation-based attribution does this
by comparing the similarity between the latent vectors of each training example and the
output [221, 222, 223, 224]. While effective for identifying related data, it does not establish
causality [225].

To assess causal influence, gradient-based methods estimate how sensitive a model’s
parameters are to individual training examples. Many build on TracIn [102], which traces
influence by measuring the alignment between gradients of losses computed for a model
output and each training data. Variants have improved its accuracy [226, 227, 228, 106, 229]
and adapted it for LLMs [230, 231]. However, these methods fall short in estimating the
effect of removing a training point [232, 225]. More theoretically grounded work builds
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Table 3.1: Overview of representative works at the intersections of safety-focused interpreta-
tion (Sec. 3.2), safety enhancements they inform (Sec. 3.3), and tools operationalizing them
(Sec. 3.4). Each row is one work; each column corresponds to a technique or tool. Safety
issues, techniques, and tools addressed by a work are indicated by a colored cell.
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Lee et al. [150] AAAI
Hazra et al. [151] EMNLP
Zhao et al. [152] ArXiv

Qian et al. [17] ACL
Sarti et al. [123] ACL

Mishra et al. [153] TVCG
Vig [154] ACL

Wang et al. [155] ArXiv
Dale et al. [156] ACL

Chuang et al. [157] EMNLP
Pan et al. [158] ArXiv

Li et al. [159] ArXiv
Tenney et al. [125] EMNLP
Zhang et al. [160] ICLR

Zhu et al. [161] ArXiv
Duan et al. [162] ArXiv

Ball et al. [163] ArXiv
Li et al. [164] COLING

Wang et al. [165] ArXiv
Yang et al. [166] ACL

Bhattacharjee et al. [167] SafeGenAI
Chu et al. [168] CCS

Rimsky et al. [169] ACL
Singh et al. [170] ICML
Zhang et al. [47] ACL

Li et al. [171] NeurIPS
Turner et al. [172] ArXiv

Gao et al. [173] ArXiv
Shen et al. [174] ICLR
Han et al. [175] ArXiv

Hernandez et al. [176] COLM
Chen et al. [177] ArXiv
Wang et al. [178] ACL

Li et al. [179] ArXiv
Chen et al. [180] AAAI
Zhao et al. [181] ArXiv

Burns et al. [182] ArXiv
Li et al. [183] ArXiv

Deng et al. [184] AAAI
Liu et al. [185] ICLR
Li et al. [186] ArXiv

Ma et al. [187] EMNLP
Li et al. [188] ICLR

Zhao et al. [189] EMNLP
Hernandez et al. [190] ICLR

Lindsey et al. [191] Anthropic
Ameisen et al. [192] Anthropic

Zhou et al. [193] ICLR
Frikha et al. [194] ArXiv

Hegde [195] SciForDL
He et al. [196] ArXiv

Abdaljalil et al. [197] ArXiv
Bayat et al. [198] ArXiv

Wu et al. [199] ArXiv
O’Brien et al. [200] ArXiv

Khoriaty et al. [201] ArXiv
Geva et al. [202] EMNLP
Geva et al. [203] EMNLP

Yu et al. [204] EMNLP
Dhuliawala et al. [205] ACL

Weng et al. [206] EMNLP
Cheng et al. [207] ArXiv

Liu et al. [208] ArXiv
Jiang et al. [209] ICASSP

Ji et al. [210] AAAI
Zhang et al. [211] ArXiv

Kaneko et al. [212] ArXiv
Prahallad and Mamidi [213] ArXiv

Li et al. [214] ArXiv
Cao et al. [215] NaNA
Rad et al. [216] ArXiv

Moore et al. [217] ArXiv
Sicilia and Alikhani [218] NLP4PI

Mou et al. [219] ArXiv
Liu et al. [208] ArXiv

Kwon and Mihindukulasooriya [220] IUI

on influence function [233, 108, 101], which estimates how downweighting a training
example affects model parameters and predictions [101]. Despite scalability improvements
[234, 235, 236, 237, 238, 109] and extension to LLMs [103, 239, 240, 241, 242], their
effectiveness is debated due to strong assumptions like model convexity [243, 244, 245],
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which rarely hold for LLMs [225].
Another direction explores Data Shapley, which estimates the contribution of individual

or groups of data points by approximating the effect of their removal or addition [104, 246,
247]. While promising, these methods are computationally expensive and have so far been
limited to smaller models [248, 249]. Furthermore, the inaccessibility of LLMs’ proprietary
training data poses challenges for application of TDA overall [250, 251].

Beyond training data, researchers attempted to understand LLM training dynamics of
learning new concepts and capabilities. Some studies use synthetic tasks with well-defined
concepts, examining how models acquire them over training [252, 253]. Others compare
models pre- and post-fine-tuning [152, 254, 151], simulate training [105, 107, 255], or
analyze model internals (Sec. 3.2.3) across training checkpoints [256, 257, 258, 253, 259,
260]. These studies have revealed how safety capabilities like toxic content refusal emerge
during training [17, 261].

3.2.2 Identify Safety-Critical Input Tokens

A major branch of AI interpretation research attributes model outputs to specific input
features, hypothesizing that unsafe outputs stem from over-attending or misinterpreting
specific input tokens [262, 263, 264, 265, 266, 267, 268]. For Transformer-based models,
early methods examined attention weights, based on the intuition that higher weights
singal greater importance [269, 270, 271]. While attention weights offer insights into model
behavior [272, 273], monitoring all heads in LLMs can be overwhelming. Aggregation
strategies, from simple heuristics (e.g., mean, max) [274, 275] to more principled attention
rollout [270], help reduce complexity.

To improve the faithfulness by accounting for other model components like residuals and
layer norms [276], vector-based methods decompose latent vectors into vectors attributable
to input tokens [276, 277, 278, 279, 280, 281, 282, 283, 284]. These are applied to modern
LLMs [285] and used to analyze hallucinations [286, 156, 157]. However, these methods
require model-specific designs, limiting adaptability [287].

Perturbation-based methods offer a model-agnostic approach by modifying input
tokens and observing output changes [264]. Perturbations include altering latent vectors [288,
289], masking or zeroing token embeddings [290, 291, 292, 293], replacing tokens [294,
295, 292, 296], or prompting counterfactuals [297, 298, 299]. Some extend Shapley value,
which has been largely explored for classical models [268, 300], to estimate the influence
of specific input tokens [301, 302, 303]. These methods have identified tokens triggering
prompt poisoning [293] and biases [302]. However, they can be costly and create unnatural,
out-of-distribution inputs, causing unfaithful interpretations [287, 282].

To address these pitfalls, gradient-based methods compute the gradient of the model
output with respect to input embeddings, quantifying how changes to each token affect
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output [262, 263, 265, 266, 267]. Initially designed for smaller models [304, 282, 305,
283], they have since been refined with contrastive explanations [290, 291, 306, 275] and
extended to LLMs [307, 308, 309, 158].

Other approaches include similarity-based methods that compare the final output
representation to input token embeddings, assuming higher similarity indicates greater
token importance [278, 287]. In parallel, researchers have proposed prompt-based ap-
proaches [310, 311], which instruct LLMs to identify influential tokens for behaviors like
jailbreaks [155], and optimization-based techniques, which search for token attributions
that maximize certain interpretability metrics [312, 313, 314].

3.2.3 Interpret Safety via Inference-Time Model Internals

Multiple works have shown that unsafe behaviors are associated with certain regions in
latent space [315] or specific model components [316] or neurons [317], which can be
interpreted in three ways: (1) identifying latent regions tied to safety (Sec. 3.2.3); (2)
perturbing components to assess impact (Sec. 3.2.3); and (3) deciphering latent vectors with
human-understandable terms (Sec. 3.2.3).

Probe Safety Regions in Latent Space

Recent work investigates whether and how safety-related concepts are encoded in LLMs’
latent vectors [315]. This work builds on the linear representation hypothesis, which posits
that high-level concepts like factuality or harmfulness are embedded as linear directions in
the model’s latent space [318, 319, 320]. Under this view, researchers analyze latent vectors
from individual layers—or concatenated across multiple layers—to identify which latent
vectors encode safety behaviors.

A simple yet powerful approaches compute mean latent vectors for the data points with
and without a particular concept (e.g., hallucinated vs. factual). These reveal directions
associated with hallucinations [321, 180] and jailbreaks [322, 181, 161, 323]. Dimensionality
reduction using PCA or SVD further uncover axes responsible for unsafe behaviors [162,
163, 158].

Another widely used technique is probing classifiers, where a model is trained to predict
whether a latent vector encodes a safety-related property [324, 325, 326, 327, 328, 321,
329]. Probing successfully detects hallucinations [182, 330, 331, 332], jailbreaks [333, 334,
335, 332], and bias [331]. However, these properties are not always linearly separable [336],
introducing non-linear classifiers [22, 337, 338, 23, 339, 340, 341, 342] or contrastive
learning [343, 344] to better capture complex boundaries of unsafe model behaviors. A
known challenge of the probing methods is poor generalization across tasks and datasets [345,
346, 347], which has been partially resolved by incorporating distributional differences into
the loss function [339] or training probing models on diverse datasets [321].
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Perturb to Assess Safety Impact

A common way to understand how specific components affect model behavior is to perturb
them and observe changes. One approach uses gradient-based analysis, computing output
gradients with respect to model parameters to evaluate each parameter’s influence. While
useful for explaining mechanisms behind knowledge conflicts in RAG [348] and biased
generations [185], such methods may not sufficiently capture causal relations [349].

A more direct approach is component knockout, which ablates layers, attention heads,
or parameters to identify their influence [350, 316]. This has localized components responsi-
ble for hallucinations [348, 186], jailbreaks [189, 351], and biases [352, 187]. Instead of full
ablation, parameter scaling adjusts component influence [353], pinpointing safety-critical
layers [188] and heads [354], while parameter perturbation modifies model weights and
evaluates how safety properties respond to the structural changes [355, 356, 357], offering a
broader perspective on the stability and robustness of safety alignment across the model’s
parameter landscape.

Activation patching, inspired by causal mediation analysis [358, 359], replaces inter-
mediate activations (e.g., latent vectors, attention weights) from one input with those from
another input, measuring how such intervention affects the model output. It localizes model
components associated with hallucinations [360, 184] and biases [359], as well as general
model capabilities [361, 362, 256, 363] and factual knowledge [364, 365, 366].

To uncover how components interact, researchers extract computational circuits, graphs
with important components as nodes and information flow as edges [361, 367]. Path
patching, an extension of activation patching, modifies outputs along specific computational
paths while freezing the rest of the network1 [368, 369, 253, 370]. Due to the high reliance
on human inspection, several efforts automate circuit discovery [371, 372, 373], while
attribution patching approximates causal effect for scalability [374, 375, 376, 377]. However,
as LLM circuit analysis is still in its early stages, most focus on simple grammatical or
arithmetic tasks, with very few addressing real-world safety problems [377].

Decipher Latent Vectors with Language

One approach to understand latent vectors through language is to analyze how their individ-
ual neurons respond to input data. By identifying inputs that highly activate a neuron and
their shared patterns, researchers have inferred concepts encoded by each neuron [317, 378].
However, many neurons in LLMs are polysemantic, encoding multiple unrelated concepts,
making interpretation challenging [379, 380, 381].

To address this, researchers have developed techniques to disentangle concepts su-
perposed in the latent vectors [319]. A prominent method is using Sparse dictionary

1Path patching differs from activation patching in that it selectively modifies only the information flowing
along specific paths, whereas activation patching replaces entire activations at specific components.
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learning [382, 383, 367] to train sparse autoencoders (SAEs) [384, 380, 385, 386]. An
SAE consist of an encoder and a decoder; the encoder maps a latent vector into a sparse,
high-dimensional concept vector, where each dimension — SAE neuron — represents a
distinct, interpretable concept, characterized by the inputs that strongly activate it [387]; the
decoder reconstructs the original latent vector from the concept vector.

Since training separate SAEs for each (sub)layer in LLMs can be computationally
intensive and redundant, later research enhances scalability and expressiveness through new
architectures [388, 381, 389, 390], activation functions [391], and training strategies [392,
393, 394, 395, 396]. These advances have discovered more diverse concepts [397, 381,
398], offering insights into LLMs’ hallucinations [399, 400], jailbreaks [401, 402, 403],
biases [195, 193], and privacy leakage [194].

Beyond individual neurons, SAE circuits are extracted to reveal how interpretable
concepts interact to produce specific outputs [404, 405, 406, 407]. SAE variants, such as
Crosscoder [408] and Transcoder [389, 409, 192], enhance circuit interpretability and reduce
redundancy, making it easier to isolate mechanisms behind unsafe behaviors [191]. In
parallel, logit lens projects intermediate latent vectors onto the model’s vocabulary space
using the final projection matrix, viewing latent vectors on the vocabulary level [410, 367,
202, 411]. Further research enhances its robustness [412, 413] and extends it to analyze
training dynamics [414]. The logit lens has been leveraged to investigate LLMs’ knowledge
store and recall mechanisms [415, 416] and safety issues, such as hallucinations [204, 417,
272, 348] and jailbreaks and harmfulness [189, 418, 261].

3.2.4 Self-explain with Reason Generation

The rapid advances in LLMs’ self-explanatory and reasoning capabilities has prompted
a surge of recent work aiming to explore how LLMs can interpret their own outputs by
expressing the reasoning behind them in natural language [419, 139, 420]. A common
approach is in-generation reasoning, where LLMs are prompted or trained to generate
responses along with rationales [421, 422, 423] or uncertainty estimates [327, 424, 425, 426].
Chain-of-thought (CoT) prompting is a notable example, where LLMs generate intermediate
reasoning steps to reach ananswer [427, 428, 429, 430]. Many CoT variants support more
complex reasoning [431, 432] and improve explanation faithfulness [433, 434, 435, 436,
437]. However, such explanations can be unreliable [438, 439, 440], necessitating further
verification [439, 441, 206, 442].

Alternatively, post-hoc explanation methods assess and explain a response after genera-
tion [443, 444]. These methods prompt LLMs to evaluate the correctness or safety of their
outputs and provide rationales [445, 208, 446]. To explain hallucinations, a response may
be split into factual claims or questions, which the model is then asked to verify against its
knowledge [205, 447, 448].
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3.3 Enhance Safety using Interpretation

Recent advances in LLM interpretation (Sec. 3.2) have inspired techniques to enhance
model safety. This section reviews methods that leverage interpretation to mitigate unsafe
behaviors, following the stages of the LLM workflow discussed in Sec. 3.2.

3.3.1 Attend to Relevant Input Tokens (Sec. 3.2.2)

Some methods prompt LLMs to attend to relevant input tokens to reduce hallucinations [449]
and improve factuality [450]. Others remove jailbreak-triggering tokens [158] or manipulate
attention to user-specified relevant tokens [160].

3.3.2 Modify Model Internals for Safety (Sec. 3.2.3)

Steer Latent Vectors To Safe Directions

Representation engineering guides LLMs’ latent vectors toward safe regions by adding
safety vectors identified by probing [315] or training transformations that map unsafe vectors
into safe regions [176] (Sec. 3.2.3). These methods mitigate a range of safety concerns [17,
169, 170, 168], such as hallucinations [171, 166, 47, 162], jailbreaks and harmfulness [172,
167, 161, 163, 173, 174, 164, 175], and bias [176].

Modulate (Un)Safe Neurons’ Activations

Suppressing risky neurons or amplifying safer ones guides LLMs away from unsafe be-
haviors. SAEs help locate and control (un)safe SAE neuron activations [451] (Sec. 3.2.3),
addressing risks [196] like hallucinations [197, 198], jailbreaks and harmfulness [200, 452,
201, 199], biases [185, 195, 406, 193], and privacy leaks [194]. Alternatives remove depen-
dency on SAEs by using logit lens (Sec. 3.2.3) to find and upscale safe MLP sublayers [202,
165] or amplify safety-critical attention weights (Sec. 3.2.3, Sec. 3.2.3) on user-specified
reliable tokens [160, 184].

Edit Harmful Model Components

Safety can be improved by pruning or downscaling components (e.g., attention heads or
(sub)layers) linked to hallucinations [186, 204], jailbreaks [189, 178, 179, 188, 155], and
biases [187]. Other techniques identify safety directions in parameter space by comparing
aligned and unaligned model weights, then steer critical parameters accordingly [151, 165,
152].
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3.3.3 Verify Safety before Outputs (Sec. 3.2.3, Sec. 3.2.4)

Some approaches generate multiple candidate responses, evaluate their safety (Sec. 3.2.3,
Sec. 3.2.4), and select only safe ones to construct final output [182, 453, 206, 156, 442, 157,
205, 180]. Others intervene during generation, resampling tokens when an unsafe sequence
is detected [183, 207] or producing refusal messages [181, 219].

3.3.4 Output with Self-Reasoning (Sec. 3.2.4).

Building on CoT reasoning’s success for performance and interpretation [210], several
approaches fine-tune or prompt LLMs to generate intermediate reasoning steps to reinforce
safety constraints during generation [212, 213, 214, 215, 218, 217, 216, 211, 219]. For
instance, GuardReasoner [208] prompts models to explain why a response may be harmful,
enabling safer behavior through self-reflection.

3.4 Tools Operationalizing Safety-Focused Interpretation

To apply interpretation methods (Sec. 3.2) and safety enhancement strategies (Sec. 3.3),
practitioners need tools that support actionability [454, 455, 456]. Some efforts focus on
developing libraries to ease implementation of interpretation and safety techniques [240,
457, 123, 458], while others introduce interactive visual tools, inspired by their effectiveness
in enhancing human understanding of classical AI models [459, 460, 461, 462, 463].

3.4.1 Training Data Attribution (TDA) Visualization (Sec. 3.2.1)

TDA visualization shows how training examples shape model behavior. A prominent tool
is LLM Attributor [150], which traces outputs to training data, identifying hallucination
sources.

3.4.2 Input Token Visualizations (Sec. 3.2.2)

Token visualizations reveal individual tokens’ importance and attention patterns, showing
how tokens influence one another across heads. These are incorporated into LLM analysis
tools [464, 125, 465, 159, 466, 467], and reveal spurious token associations indicative of
bias [154]. Many tools also support interactive perturbation, allowing users to edit tokens or
attention weights and observe the effects [468, 125, 466, 153].

3.4.3 Latent vector visualizations (Sec. 3.2.3)

Several methods have been developed to visualize how concepts are encoded and propagated
during model inference. Some tools project latent vectors into 2D space [125, 159, 220].
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Others visualize semantics of latent vectors revealed by logit lens [469, 470, 190] (Sec. 3.2.3),
while some enable users to steer latent vectors for safer outputs [203, 177] (Sec. 3.3).

3.4.4 Neuron visualizations (Sec. 3.2.3)

Neuron visualizations display data points that highly activate each neuron during inference,
revealing interpretable concepts [471, 472, 473]. (Sec. 3.2.3). Similar approaches are applied
to SAE neurons [474], helping concept identification and SAE circuit discovery [475] for
multiple unsafe behaviors [191, 192].

3.5 Research Directions and Conclusion

Our survey identifies five key open problems at the intersection of interpretation and safety
research. As interpretation tools enter high-stake use, a pressing concern is their poten-
tial misuse, particularly when adversaries exploit interpretation methods to attack LLMs
(Sec. 3.5.1). Mitigating this risk requires interpretations that are both faithful to model
behavior and understandable to users (Sec. 3.5.2). With such reliability, interpretations can
be leveraged proactively during training to promote safer model behaviors (Sec. 3.5.3). Their
impact also depends on how effectively they are presented, underscoring the need for more
user-aligned communication strategies (Sec. 3.5.4). Finally, we advocate for expanding
interpretation research to address a broader range of safety risks beyond those currently
emphasized (Sec. 3.5.5).

3.5.1 Defense against Interpretation-based Attack

Interpretation-driven attacks pose a unique threat, distinct from traditional adversarial
attacks, as they exploit insights gained from interpretation methods [323, 476, 322, 477,
478]. For example, interpretation techniques can reveal why certain input tokens trigger
risky outputs, enabling malicious users to craft diverse prompt suffixes that elicit unsafe
behavior. Similarly, adversaries can use interpretation to identify and manipulate model
components associated with harmful outputs. Because these threats arise unexpectedly from
tools intended to enhance transparency and safety, defending against them is particularly
challenging. This underscores the need to design interpretation methods with potential
misuse in mind, along with implementing stronger defenses—such as proactively removing
risky content [199].

3.5.2 Reliable Evaluation of Interpretation

The field currently lacks a clear consensus on the definitions of faithfulness and interpretabil-
ity, as well as standardized methods for assessing interpretability [479]. Interdisciplinary
collaboration—spanning machine learning, human-computer interaction, psychology, and
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cognitive science—is essential for developing both formal definitions and practical evalua-
tion frameworks. Moreover, even in human-centered evaluations, interpretability scores are
often influenced by how interpretation results are presented to users [462]. This highlights
the need for standardized evaluation protocols that consider both the presentation format
and user characteristics, such as domain expertise and task relevance [480].

3.5.3 Training Attribution for Safety Enhancement

TDA shows promise for tracing unsafe behavior to training examples (Sec. 3.2.1), but its
use in safety enhancement is limited. Prior work on retraining after removing problematic
data [481, 482] focuses on non-safety issues on small non-generative models and cannot
be scaled to LLMs. Developing safety enhancement methods based on training attribution
could open new paths for risk mitigation.

3.5.4 User-centered Presentation of Safety Interpretations

How to present interpretation results to assist safety-critical decisions remains underex-
plored (Sec. 3.4). In particular, presentation of long, complex textual explanations from
LLMs should be further investigated (Sec. 3.2.4); conversational interaction helps human
understanding [483, 484], yet no tools apply this to safety-oriented interpretation. Future
work should explore interaction and design strategies tailored to diverse stakeholders.

3.5.5 Refining Safety Dimensions

Interpretation research has largely focused on hallucinations, jailbreaks, harmfulness, bias,
and privacy leakage, while other risks—like out-of-distribution robustness, code security,
and over-refusal—are understudied [485, 486, 487, 197]. Incorporating user intent and
social impact into safety definitions may enable more nuanced and targeted interpretations
[488].

3.6 Conclusion

By bridging the gap between interpretation and safety research, our survey systematically
examines interpretation methods across the LLM workflow, safety enhancement strategies,
and practical tools, while highlighting open problems and future directions.
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CHAPTER 4
LLM ATTRIBUTOR: INTERACTIVE VISUAL ATTRIBUTION FOR LLM

GENERATION

Figure 4.1: LLM ATTRIBUTOR visualizes the training data attribution in computational
notebooks. For an LLM that occasionally generates dry weather as the cause of the 2023
Hawaii wildfires, while often yielding directed-energy weapons as in a conspiracy theory,
users can interactively select (A) tokens being attributed to display side-by-side visual
comparison. (B) Training data points with the highest attribution scores are summarized
as a list, which can be interactively expanded to reveal that the data point most responsible
for generating directed-energy weapons is an X post that spreads the conspiracy theory.
(C) Keyword Summary shows important words in the displayed training data. (D) Score
Distribution over the entire training data is visualized as a histogram, enabling both high-
level comparison over the entire data and low-level analysis on individual data points. Below,
the training data points with the lowest attribution scores are visualized in the same way.

4.1 Introduction

Large language models (LLMs) have garnered significant attention for their capability to
generate convincing text [489]. However, significant concerns persist regarding potential
risks [490, 491, 492, 493, 494].
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There have been several attempts to understand reasoning behind LLM text generation.
Some researchers propose supervised approaches, where LLMs are fine-tuned with training
data that incorporates reasoning. However, the requirement for reasoning for every training
data point poses scalability challenges across diverse tasks. Explicitly prompting for rea-
soning (e.g., “[Question] Provide evidence for my question”) has also been presented, but
LLMs often create fake references that do not exist [495]. Moreover, these methods provide
limited solutions for incorrect model behavior [127].

To discern the rationale behind LLM generation, algorithms to identify the training
data points responsible for the generation have been actively developed [110, 109, 103].
However, while theoretical advancements have been made in developing and refining such
algorithms, there has been little research on how to present the attribution results.
Contributions. To fill this research gap, we contribute:
• LLM ATTRIBUTOR, a Python library for visualizing training data attribution

of LLM-generated text. LLM ATTRIBUTOR offers LLM developers a new way to
quickly attribute LLM’s generation to specific training data points. We improve the recent
DataInf [110] algorithm to adapt to real-world tasks, and enable users to interactively
select specific phrases in LLM-generated text and easily visualize their training data
attribution using a few lines of Python code.

• Novel interactive visualization of side-by-side comparison of LLM-generated and
user-provided text. Users can easily modify text generated by LLMs and perform a
comparative analysis to observe the impact of these modifications on attribution using
LLM ATTRIBUTOR’s interactive visualization to gain comprehensive insights into why
LLM-generated text often has the predominance over user-provided text (Fig. 4.1).

• Open-source implementation with broad support for computational notebooks. Users
can seamlessly integrate LLM ATTRIBUTOR into their workflow thanks to its compatibility
with various computational notebooks and easy installation via the Python Package
Index (PyPI) repository1. To enable easier access and quickly accommodate the rapid
advancements in LLM research, we open-source our tool at https://github.com/poloclub/
LLM-Attributor. The video demo is available at https://youtu.be/mIG2MDQKQxM.

4.2 System Design and Implementation

LLM ATTRIBUTOR is an open-source Python library to help LLM developers easily visual-
ize the training data attribution of their models’ text generation in various computational
notebooks (Fig. 4.1).

1https://pypi.org/project/llm-attributor
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4.2.1 Data Attribution Score

For a text output, LLM ATTRIBUTOR evaluates the attribution score of each training data
point based on the DataInf [110] algorithm, which estimates how upweighting each data
point during fine-tuning would affect the probability of generating the text output. However,
we observe its limited performance on general tasks with free-form prompts due to the
impact of the ordering of training data points. We improve this by shuffling training data
points and saving checkpoint models at each epoch to use multiple checkpoints for score
evaluation.

It is notable that other methods that compute attribution scores for each training data
point [109, 103] can be easily integrated by adding a function. Users can integrate new
methods by simply adding a function; we have implemented the TracIn [102] algorithm as a
reference.

4.2.2 System Design

LLM ATTRIBUTOR offers a side-by-side comparison of attributions between LLM-generated
and user-provided text (Fig. 4.1) to help users better understand the rationale behind their
models’ generations [290, 291, 493, 496]; users can display only the left column to focus on
the training data attribution of the LLM-generated text. While users can directly provide the
text to compare, LLM ATTRIBUTOR also enables users to interactively edit model-generated
text.

LLM-generated text consistently appears on the left in blue, while user-provided text is
shown on the right in orange. The LLM ATTRIBUTOR presents training data points with the
highest and lowest attribution scores for the generated text (Fig. 4.1B); high scores indicate
strong support for the text generation, while low scores imply inhibitory factors. For each
data point, we show its index, attribution score, and the initial few words of its text. Clicking
on the data point reveals its additional details, including the full text and metadata provided
in the dataset (Fig. 4.1B-2).

Below the data points, we present ten TF-IDF keywords [497] that summarize the
displayed data points (Fig. 4.1C). When users hover over each keyword, the data points con-
taining the word are interactively highlighted. Additionally, for more high-level comparison
across the entire training data, the distributions of attribution scores for both LLM-generated
and user-provided text are summarized as a dual-sided histogram (Fig. 4.1D), which can be
interactively explored by hovering over each bar to highlight its associated data points.

30



Part II

Explain Failure
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Overview. Part I has discovered AI models’ mechanisms that drive risky behaviors. Yet,
identifying alone is not sufficient. To make AI truly safer and more accountable, we need to
clearly communicate these mechanisms with a spectrum of audiences — from AI researchers
and practitioners to non-experts who increasingly encounter AI in everyday life.

Part II addresses this challenge by developing interactive visualizations that explain inner
workings of complex AI models. We begin with Diffusion Explainer (Chapter 5), which
helps novices understand how Stable Diffusion transforms text prompts into images [498].

Chapter 5

Diffusion Explainer: Visual Explanation for Text-to-image Stable Dif-
fusion. Seongmin Lee, Benjamin Hoover, Hendrik Strobelt, Zijie J. Wang,
ShengYun Peng, Austin Wright, Kevin Li, Haekyu Park, Haoyang Yang, Duen
Horng Chau. IEEE Visualization and Visual Analytics (VIS), 2024. P PDF

However, the need for explanation extends beyond generative models. Classical discrimina-
tive models — particularly CNN classifiers — often base predictions on spurious correlations,
resulting in unreliable predictions. To shed light on these issues, we introduce VisCUIT
(Chapter 6), an interactive tool that reveals how and why a CNN classifier fails, helping
researchers and practitioners pinpoint the sources of model failures [499].

Chapter 6

VisCUIT: Visual Auditor for Bias in CNN Image Classifier. Seongmin Lee,
Zijie J. Wang, Judy Hoffman, Duen Horng Chau. Conference on Computer
Vision and Pattern Recognition (CVPR) Demo, 2022. P PDF
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CHAPTER 5
DIFFUSION EXPLAINER: VISUAL EXPLANATION FOR TEXT-TO-IMAGE

STABLE DIFFUSION

Timestep 0 50

Prompt Selector

Generated Image

Figure 5.1: With DIFFUSION EXPLAINER, users can visually examine how (A) text prompt,
e.g., “a cute and adorable bunny... pixar character”, is encoded by (B) the Text Represen-
tation Generator into vectors to guide (C) the Image Representation Refiner to iteratively
refine the vector representation of the image being generated. (D) The Timestep Controller
enables users to review the incremental improvements in image quality and adherence to the
prompt over timesteps. (E) The final image representation is upscaled to a high-resolution
image. Diffusion Explainer tightly integrates a visual overview of Stable Diffusion’s com-
plex components with detailed explanations of their underlying operations, enabling users to
fluidly transition between multiple levels of abstraction through animations and interactive
elements (Fig. 5.2, Fig. 5.3).

5.1 Introduction

Diffusion-based generative models [500, 501, 502] like Stable Diffusion [501] and DALL-
E [502] have captured global attention for their impressive image creation abilities, from AI
developers, designers, to policymakers. However, the popularity and progress of generative
AI models have sparked social concerns [503, 504, 505, 506], such as accusations of artistic
style theft by developers of AI image generators [505, 506]. Policymakers are also discussing
ways to combat malicious data generation and revise copyright policies [507, 508, 509,
510]. There is an urgent need for individuals from many different fields to understand
how generative AI models function and communicate effectively with AI researchers and
developers [506, 511].
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Key challenges in designing learning tools for Stable Diffusion. At the high level,
Stable Diffusion iteratively refines noise into a vector representation of a high-resolution
image, guided by a text prompt. Internally, the prompt is tokenized and encoded into
vector representations by CLIP Text Encoder [512]. With the text representations’ guidance,
Stable Diffusion improves the image quality and adherence to the prompt by progressively
denoising the image’s vector representation using the UNet neural network [513]. The final
image representation is upscaled to a high-resolution image [514]. The crux of learning
about Stable Diffusion stems from the complex interplay between multiple subcomponents,
their intricate operations, and the iterative nature of refinements, which are challenging
even for experts to grasp [515]. While some articles [516] and videos [517, 518] explain
Stable Diffusion, they often assume notable knowledge of machine learning and focus on
mathematical details.

In this work, we contribute:

• DIFFUSION EXPLAINER, the first interactive visualization tool designed for
non-experts to explain how Stable Diffusion transforms a text prompt into a high-
resolution image, overcoming key design challenges in developing interactive learning
tools for Stable Diffusion (Fig. 5.1). It tightly integrates a visual overview of Stable
Diffusion’s complex structure with detailed explanations of their underlying opera-
tions via animations and interactive elements (Fig. 5.2, Fig. 5.3; Sec. 5.3.2). It also
provides a new way to visualize the impact of keyword changes on the complex
image generation process by comparing image generation of prompt variants (Fig. 5.4;
Sec. 5.3.3).

• Reflection and design lessons derived from human evaluation with 56 non-experts
showcase DIFFUSION EXPLAINER’s substantial advantages in explaining Stable
Diffusion to non-experts, compared to the common blog post approach. The great
majority preferred DIFFUSION EXPLAINER, rating it easier to understand and more
effective for improving their learning. We distill key design lessons for creating
visualizations to educate non-experts on modern AI techniques (Sec. 5.4).

• A web-based implementation that broadens the public’s education access to modern
generative AI techniques without requiring any installation, advanced hardware, or
coding skills. DIFFUSION EXPLAINER runs locally in users’ browsers, enabling a large
number of concurrent users to learn directly on their devices (Sec. 5.3.1). Available
at https://poloclub.github.io/diffusion-explainer/, DIFFUSION EXPLAINER is open-
source1. Having been used by over 10,300 users from 124 countries, DIFFUSION

EXPLAINER is making strides in democratizing AI education.
1https://github.com/poloclub/diffusion-explainer
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5.2 Design Goals

By reviewing literature [500, 515], we established four design goals:

G1. Visual summary of Stable Diffusion. Stable Diffusion involves multiple complex
model components [500, 515] and cyclic refinement from noise to the vector represen-
tation of a high-resolution image. DIFFUSION EXPLAINER provides an overview of
the model architecture and cyclic data flow to help users quickly understand its overall
structure [519] (Sec. 5.3.2).

G2. Interactive interface tightly integrating different abstraction levels. Stable Dif-
fusion’s image generation process is hard to comprehend due to a complex interplay
between multiple subcomponents and their intricate underlying operations [515, 512,
500]. To effectively explain the low-level operations and conceptually connect them with
a high-level overview, we bridge multiple abstraction levels through fluid animations
and interactive elements [119, 120] (Sec. 5.3.2).

G3. Visualizing how keyword changes in text prompts affect image generation. Mod-
ifying a few keywords from prompts can unexpectedly lead to dramatic changes in
generated images [520] (e.g., repeating “very” multiple times [521]), making it impor-
tant for users to gain awareness and understanding of such impact on the generated
images [522]. We visualize the refinement process for two text prompts that differ
only in a few keywords to compare how image representations evolve differently when
guided by each prompt (Sec. 5.3.3).

G4. Broadening access via web-based deployment. As many individuals from various
fields are interested in understanding generative AI [506, 508, 509], we develop DIFFU-
SION EXPLAINER to run locally on users’ devices without requiring any installation, spe-
cialized hardware, or coding. To offer real-time interactive learning experiences [119],
we pre-compute intensive processes on predetermined prompts (Sec. 5.3.1), instead
of generating images for user-provided prompts using the nascent WebGPU technol-
ogy [523], which is limited in both browser support and speed2. We open-source our
code for easy extension to new prompts and hyperparameter settings.

5.3 System Design and Implementation

5.3.1 Overview

DIFFUSION EXPLAINER is a web-based interactive visualization that explains how Stable
Diffusion generates a high-resolution image from a text prompt. It incorporates an animation
of random noise gradually refined and a Timestep Controller (Fig. 5.1D) that enables users

2At the time of writing, WebGPU is only supported in Chrome browser and requires restricted settings to
run Stable Diffusion [524]. Generating a single image takes at least a few minutes, with even longer times on
CPUs. Training Stable Diffusion, which is even more computationally demanding, is therefore infeasible.
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to visit each refinement timestep. From the Prompt Selector (Fig. 5.1A), users select one
out of the 13 prompts that follow a template [525] and include popular keywords (e.g.,
detailed, trending on artstation) identified from literature [521, 526, 527]. DIFFUSION

EXPLAINER consists of two views: Architecture View (Sec. 5.3.2) tightly integrates a visual
overview of Stable Diffusion’s architecture (G1) and the underlying operations via interactive
elements and animation (G2), and Refinement Comparison View (Sec. 5.3.3) compares image
generation of two related prompts to uncover the impact of prompt keywords on image
generation (G3). Below the visualization, we provide text explanations for more details.
DIFFUSION EXPLAINER is implemented using a standard web technology stack (HTML,
CSS, JavaScript) and the D3.js [528] library (G4).

5.3.2 Architecture View

The Architecture View shows a visual overview (G1, Fig. 5.1) of how Text Representation
Generator (Fig. 5.1A) converts a text prompt into vector representations that guide Image
Representation Refiner (Fig. 5.1B) to incrementally refine noise into the vector representation
of a high-resolution image. Users can click the generators to expand them into more details
about their underlying operations.

Text Representation Generator

The Text Representation Generator converts a text prompt into vector representations. Users
can click and expand it to the Text Operation View (G2, Fig. 5.2A) to learn that the prompt
is split into tokens, and then the tokens are encoded into vector representations using Text
Encoder. Clicking on the Text Encoder displays the Text-image Linkage Explanation (G2;
Fig. 5.2B), which illustrates that CLIP [512] text encoder generates text representations with
image-related information, which is crucial for guiding image generation.

Image Representation Refiner

The Image Representation Refiner incrementally refines random noise into the vector
representation of an image that adheres to the text prompt. The image representation of each
refinement step is visualized by (1) decoding into a small image using linear operations [529]
and (2) upscaling to Stable Diffusion’s output resolution. Clicking the Image Representation
Refiner expands it to the Image Operation View (G2; Fig. 5.3A), which explains that the
refinement consists of noise prediction and removal. The guidance scale hyperparameter,
which controls the image’s adherence strength to the text prompt, is described at the bottom,
and further explained in the Interactive Guidance Explanation (G2; Fig. 5.3B). It provides a
slider to experiment with different guidance scale values to better understand how higher
values lead to stronger adherence.
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Text Operation ViewA

Text-image Linkage ExplanationB

Figure 5.2: To learn how Stable Diffusion converts a text prompt into vector representations,
users click the Text Representation Generator, which smoothly expands to (A) the Text
Operation View, which explains how the prompt is split into tokens and encoded into vector
representations. (B) The Text-image Linkage Explanation demonstrates how Stable Diffusion
bridges text and image, enabling text representations to guide the image generation process.

5.3.3 Refinement Comparison View

The Refinement Comparison View demonstrates how modifying a few keywords in prompt
can significantly change the generated images (G3; Fig. 5.4). Each prompt in DIFFUSION

EXPLAINER is paired with a prompt that differs only in a few keywords; for example,
an original prompt “a cute and adorable bunny... pixar character” is paired with the
prompt variant “a cute and adorable bunny...” (keywords highlighted in bold). We smoothly
animate the transitions between the Refinement Comparison View and the Architecture
View, preserving the location of the original prompt and the model components, while fading
in the prompt variant from underneath the original prompt.

We visualize the Evolution Trajectory of image representations for the paired prompts to
reveal how prompt keywords affect the evolution of image representations (G3). Each point
on the Evolution Trajectory corresponds to an image representation at each timestep, and
their progression over timesteps is animated. We compute 2-dimensional representations of
the image representations across all timesteps, text prompts, guidance scales, and random
seeds using UMAP3 [530].

3For UMAP hyperparameters, we conducted extensive testing over a wide range of n neighbors (5
to 30), min dist (0.1 to 0.99), and random seed (0, 1, 2), and did not observe a significant impact on the
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Interactive Guidance ExplanationB

Image Operation ViewA

Figure 5.3: Users learn how Stable Diffusion refines noise into a high-resolution image’s
vector representation aligned with the text prompt by clicking the Image Representation
Refiner to smoothly expand to (A) the Image Operation View that demonstrates how noise
is predicted and removed from the image representation. (B) The Interactive Guidance
Explanation allows users to interactively experiment with different guidance scale values (0,
1, 7, 20) to better understand how higher values lead to stronger adherence.

5.4 Human Evaluation

To evaluate the effectiveness of DIFFUSION EXPLAINER, we conducted a user study. We
followed a within-subjects design [531] to compare DIFFUSION EXPLAINER with other
publicly accessible explanations.

5.4.1 Procedure

We recruited participants from Prolific4, an online recruiting platform. After participants
signed a consent document, we conducted a background survey. To include only non-experts
interested in image generative AI, we asked participants to indicate their interest in image
generative AI and to self-report their knowledge of AI and image generative AI on a scale
from 1 to 5. We qualified only those who expressed interest and self-identified as having
little knowledge of AI and generative AI (rated as 1: Don’t know what it is, 2: Heard of it

local structure. Hence, we employed a fixed configuration of n neighbors of 15, min dist of 0.99, and
random seed of 0.

4https://www.prolific.com

38

https://www.prolific.com


Figure 5.4: The Refinement Comparison View enables users to discover the impacts of
prompts on image generation by comparing how image representations evolve differently
over refinement timesteps, using UMAP, when guided by two related text prompts. Adding

“pixar” phrase changes the generated bunny’s style to be more cartoony and vibrant in colors
and textures while preserving its pose.

only, or 3: occasional users of AI-powered tools).
Each participant then used DIFFUSION EXPLAINER and a top-ranked blog post5 on

Google, to learn about Stable Diffusion. We excluded other sources (e.g., videos, Google
Colab tutorials) as they were promotional, not free, or required advanced hardware and
coding skills. To counterbalance the order effect, half of the participants began with
DIFFUSION EXPLAINER, while the other half used it after the blog post. To verify tool
engagement, participants answered three simple quiz questions after using each tool6. We
considered only responses from participants who answered at least two questions correctly
for both tools. After using the two tools, participants rated them by answering 5-point
Likert-scale questions.

The study lasted approximately 40 minutes per participant, with each compensated
$10.00. Fifty-six participants passed the knowledge and engagement screening. On average,
their self-evaluated knowledge level in AI was 2.79, and in image generative AI was 2.41.
Participants came from diverse fields, including art, education, public administration, health
care, real estate, finance, retail, construction, and manufacturing.

5http://jalammar.github.io/illustrated-stable-diffusion/
6Quizzes are easy for participants who used the tools, e.g., “Select all guidance scale values supported by

DIFFUSION EXPLAINER”
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Figure 5.5: DIFFUSION EXPLAINER more usable than blog post.
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Figure 5.6: All features were rated highly.

5.4.2 Results and Design Lessons

Fig. 5.5 summarizes the participants’ responses comparing the usability of the two tools.
Overall, the great majority preferred DIFFUSION EXPLAINER over the blog post (44 out
of 56 participants). They found DIFFUSION EXPLAINER more enjoyable, more helpful for
improving their understanding, and easier to understand, even without expertise in AI.

Non-experts easily used DIFFUSION EXPLAINER, improving understanding of
Stable Diffusion. We are excited to observe the high ratings given to all of DIFFUSION

EXPLAINER’s features (Fig. 5.6), showcasing its substantial educational advantages over the
blog post (Fig. 5.5, Fig. 5.7). For example, when explaining how text prompts guide image
generation, DIFFUSION EXPLAINER received an average score of 4.18, notably surpassing
the blog post’s 3.55 (Fig. 5.7).

Thoughtful design crucial for bridging abstraction levels (G1, G2). Our study confirms
the key benefit of interactive design over a static post that can overwhelm users by presenting
all information at once. Participants appreciated DIFFUSION EXPLAINER’s high-level
overview (4.13) and animated expansions into details (4.48). Our decision not to delve
into advanced concepts, such as UNet’s architecture and the training of Stable Diffusion,
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Figure 5.7: DIFFUSION EXPLAINER more effective than blog post for learning most Stable
Diffusion concepts.

as explained in depth in the blog post (Fig. 5.7), maintains DIFFUSION EXPLAINER’s
accessibility to non-experts. One participant noted, “layers of the UNet noise predictor
and jargons made [the blog post] too overwhelming and technical.” This underscores the
importance of carefully selecting details to include in visualizations to balance the amount
of information with the users’ expertise.

Interactive visualization offers unique learning benefits for understanding hyperpa-
rameters (G2). Participants found DIFFUSION EXPLAINER substantially more effective
than the blog post in explaining the guidance scale (4.29 vs. 2.91) and random seed (4.25
vs. 2.88) (Fig. 5.7). They appreciated the ability to rapidly experiment with DIFFUSION

EXPLAINER. One participant noted, “[it] is like a cool game changing settings to get
good-looking pictures for each prompt, helping me learn about making images from text.”
Also, participants could grasp the intricate interaction between prompts and hyperparameters
that cannot be easily replicated by a static blog post Another participant mentioned, “The
guidance scale for the best image quality depends on the prompt. I should decide the value
carefully for each prompt.”

Comparing prompt variants helps non-experts understand impact of prompt key-
words (G3). As a first tool designed to help non-experts learn about how slight changes in a
prompt can significantly influence image generation, we are thrilled to learn that DIFFUSION

EXPLAINER’s Refinement Comparison View was favorably rated. In particular, prompt
comparison received an average score of 4.11, and the Evolution Trajectory powered by
UMAP [530], a technique often considered for advanced analysis, was also well-rated (3.96).
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The effectiveness is further demonstrated by DIFFUSION EXPLAINER’s substantially higher
rating (4.16 vs. 2.86) for improving understanding of the impact of prompt modification on
image generation (Fig. 5.7). A participant remarked, “I like how Diffusion Explainer lets
me see how slight changes in prompts affect the style and quality of pictures. It’s cool to
compare two different prompts and see how images and representations develop over time.”

5.5 Conclusion

We have introduced DIFFUSION EXPLAINER, the first interactive web-based visualization
tool that explains how Stable Diffusion generates high-resolution images from text prompts.
Our tool seamlessly integrates a visual overview with detailed explanations of the underlying
operations through animations and interactive elements. Its innovative design uncovers the
impacts of prompt keywords on image generation. A user study with 56 non-experts demon-
strates the superiority of DIFFUSION EXPLAINER over a popular blog post. We hope our
research inspires further development of visualizations to enhance people’s understanding
of modern AI technologies.
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CHAPTER 6
VISCUIT: VISUAL AUDITOR FOR BIAS IN CNN IMAGE CLASSIFIER

6.1 Introduction

Recently, data classification algorithms are widely used for practical applications, such as
face recognition [532, 533, 534], autonomous driving [535, 536], and clinical trials [537, 538,
539]. Despite the fact that visual models outperform humans in some circumstances [540],
several works have found that these classifiers are often biased with disparate performance
across data subgroups [13, 9, 541, 542]. Exploiting the biased classifiers for critical purposes
can cause unintentional fairness violation and huge societal problems [543, 544, 545, 546].

Likewise, image classifiers based on deep convolutional neural networks (CNN), which
have achieved state-of-the-art performance in various areas [547, 548, 549, 550, 551],
often suffer from biases [541]. To facilitate real-world applications of the state-of-the-art
techniques, there have been attempts to understand [10, 552, 11] and mitigate [553, 554,
555, 556] the biases in CNN classifiers. However, most existing methods require humans
to specify the attributes on which to audit the classifiers. As people tend to focus more on
sensitive attributes (e.g., race, gender), less sensitive attributes (e.g., wearing glasses, hair
color) that can correlate with biases and degrade the overall performance are easily missed.
Existing approaches assume availability of additional attributes other than the class label for
each image; thus, datasets without any additional attributes cannot be analyzed using these
methods.

Krishnakumar et al. [15] proposed UDIS, which automatically detects the data subgroups,
on which a CNN classifier underperforms. While UDIS does not require additional attribute
labels, the approach produces a large number of potentially biased subgroups which may
or may not align with semantic concepts. This leads to ambiguous findings even after
substantial manual inspection. Moreover, most aforementioned bias investigation approaches
detect the source of biases in classifiers, primarily focusing on their training datasets, not
how the neurons in the classifier are activated and generate biased outputs [9, 10, 16].

In this paper, we present VISCUIT, an interactive visualization system that reveals how
and why a CNN image classifier is biased, without requiring users to pre-determine which
attributes to inspect. VISCUIT’s major contributions include:

• Visual summarization of the undeperforming subgroups. VISCUIT highlights the
data subgroups generated by UDIS [15] on which a CNN classifier underperforms.
This allows users to understand how the classifier is biased, not limiting the bias factors
to the sensitive attributes. As VISCUIT summarizes the undeperforming subgroups
as a list, users can easily characterize each subgroup. For each undeperforming
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Figure 6.1: VISCUIT reveals how and why a CNN image classifier is biased. (A) Subgroup
Panel displays underperforming data subgroups found by UDIS [15]. Clicking on a subgroup
displays a similar subgroup with high accuracy. Clicking on an image in either subgroups
brings up a Grad-CAM Window, which shows that the classifier attends to (A1) irrelevant
areas in underperforming subgroup but (A2) relevant areas in the well-performing subgroup.
(A3) Confusion matrices quantitatively summarize such misclassifications. (B) The Neuron
Activation Panel reveals which neurons and concepts are responsible for misclassifications.
Clicking on a neuron displays a Neuron Concept Window, which shows that (B1,B2) only
the underperforming subgroup activates neurons for irrelevant concepts.

subgroup, VISCUIT also displays its most similar subgroup with high accuracy,
based on Euclidean distance in the feature space, enabling users to gain insights into
the deviant features responsible for the biases [15].

• Visual bias attribution in CNN image classifiers. VISCUIT demonstrates why
a CNN classifier underperforms on each subgroup, by revealing image concepts
responsible for activating neurons that contribute to the underperformances. Users
can observe how the classifier is activated differently by the underperforming and
well-performing subgroups, focusing on the high-level concepts in images. Moreover,
for each image, VISCUIT displays Grad-CAM Window, which visually highlights
features in an input image deemed relevant for classification [83].

• Open-sourced, web-based implementation. VISCUIT runs directly in modern
browsers and is open-source,1 allowing people to easily access and extend the tool
to other model architectures and datasets. Fig. 6.1 illustrates the user interface of
VISCUIT. VISCUIT is available at the following public demo link: https://poloclub

1Code: https://github.com/poloclub/VisCUIT
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.github.io/VisCUIT. A video demo is available at https://youtu.be/eNDbSyM4R 4.

6.2 System Design and Implementation

6.2.1 Overview

User Interface. VISCUIT aims to reveal how and why a CNN image classifier is biased.
VISCUIT consists of the Subgroup Panel (Fig. 6.1A) and the Neuron Activation Panel
(Fig. 6.1B). The Subgroup Panel displays image subgroups on which the CNN classifier
underperforms and allows users to select a subgroup to explore. For a selected underper-
forming subgroup, the Subgroup Panel shows a well-performing subgroup similar to the
selected underperforming subgroup, where similarity is determined based on the last-layer
feature vectors from the classifier. At the bottom of the Subgroup Panel, the confusion
matrices of the two subgroups are displayed. The Neuron Activation Panel (Fig. 6.1B) helps
users discover and characterize the cause of the underperformances, by revealing image
concepts responsible for activating neurons that contribute to the subgroups’ predictions.

Dataset and Open-source System Implementation. In our demo, we investigate the
ResNet50 [549] classifier that has been trained with the biased CelebA [557, 15] dataset to
predict whether a person in an image is smiling and has achieved an accuracy of 92.1%. To
verify the validity of VISCUIT, we intentionally increase the co-occurrence of the attribute
black hair and the label smiling, so that the classifier would more likely use image features
related to black hair to predict smiling; and VISCUIT would identify such biases. VISCUIT
is open-source, and can be easily extended to support other model architectures and datasets.
We have implemented VISCUIT using the standard HTML/CSS/JavaScript web technology
stack and the D3.js [558] visualization library. CNN model training and inference are all
implemented using PyTorch [559].

6.2.2 Subgroup Panel

Underperforming Subgroups. The Subgroup Panel (Fig. 6.1A), shows a list of underper-
forming subgroups, whose accuracies are much lower than the model’s overall accuracy of
92.1%. We adopt the UDIS [15] subgroup discovery algorithm to identify these underper-
forming subgroups, which works by clustering the images based on their feature vectors
from the last layer of the classifier, and then collecting the clusters with accuracies lower
than half of the overall accuracy. Each subgroup’s accuracy and images are displayed, and
the subgroups are sorted by accuracy. An image incorrectly predicted by the classifier is
marked with a small red cross ( ).

Most Similar Subgroup with High Accuracy. When the user clicks an underperforming
subgroup, VISCUIT displays its most similar subgroup with high accuracy, based on
Euclidean distance in the feature space, enabling users to gain insights into the deviant
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a. b.

Figure 6.2: The Grad-CAM Window helps users understand the reasons for misclassifica-
tions; it is displayed when a user clicks on an image. (a) Grad-CAM Window for an image
in the underperforming subgroup #22 reveals that the model attends to background areas not
relevant to facial expressions. (b) Grad-CAM Window for an image in the well-performing
subgroup #296 reveals that the model attends to the face as expected.

features responsible for the biases [15]. We call this subgroup the “well-performing similar
subgroup.” In more detail, to assess the similarity between subgroups, we compute the vector
embedding of each subgroup, by averaging the last-layer feature vectors from the classifier
of all the images in the subgroup. Using the obtained subgroup embeddings, we evaluate the
Euclidean distances between subgroups and regard the well-performing subgroup closest
to the selected underperforming subgroup as its most similar well-performing subgroup.
The well-performing subgroup is summarized in the same format as the underperforming
subgroup, displaying its accuracy and images.

Grad-CAM Window. When user clicks an image in the selected underperforming subgroup
or its well-performing similar subgroup, a Grad-CAM Window pops up (Fig. 6.2). The
window contains the selected image’s prediction results and Grad-CAM [83] saliency
visualizations. Grad-CAM is one of the most popular methods that visually highlights
features in an input image deemed relevant for classification; using Grad-CAM, users can
more easily understand why an image is incorrectly classified [83].

Subgroup Confusion Matrix. The bottom of the Subgroup Panel shows the confusion
matrices of the selected underperforming subgroup and its similar well-performing subgroup
to summarize the prediction results within those subgroups. It helps users more easily assess
the types of classification errors and their distributions across the class labels.

6.2.3 Neuron Activation Panel

The Neuron Activation Panel (Fig. 6.1B) helps users discover the cause of the underperfor-
mances, by revealing image concepts responsible for activating neurons that contribute to
misclassifications of the selected underperforming subgroup.

Neuron Activations. The Neuron Activation Panel displays the highly activated neurons for
the selected underperforming subgroup and its similar well-performing subgroup. To reveal
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how the two subgroups diverge in the classifier, we organize the neurons into 3 columns:
Underperforming Subgroup, Both, and Well-performing Similar Subgroup. The neurons
in the columns Underperforming Subgroup and Well-performing Similar Subgroup are
activated only by the underperforming and well-performing similar subgroup, respectively,
while the neurons in the column Both are activated by both of the subgroups. To help users
more easily assess each layer’s contribution to the predictions, the neurons are organized
vertically based on their layers in the classifier.

For each neuron, we evaluate neuron activation score, which is the baseline for differ-
entiating highly activated neurons from others. The neuron activation score is evaluated
based on the neuron importance measurement method in Summit [85]. For each image,
each neuron’s maximum activation across spatial locations is considered as the activation
value of the neuron for the image. Then, for each layer, we extract the neurons with the
highest activation values until the sum of the extracted neurons’ activation values exceeds
3% of the layer’s total activation value, and we consider the extracted neurons as the highly
activated neurons for the image. We identify highly activated neurons for all the images in
a subgroup, and for each of the neurons, we calculate the proportion of the images in the
subgroup that have the neuron as their highly activated neuron. The proportion is used as
the neuron’s activation score for the subgroup.

The header above the Neuron Activation Panel displays a slider to adjust the threshold for
neuron activation score. When user increases the threshold, the neurons, whose activation
scores for either the selected underperforming subgroup or its similar well-performing
subgroup are lower than the threshold, are relocated or filtered out. The threshold ranges
from 0.5 to 1.0; we set the lower bound to 0.5 to prevent numerous neurons from appearing
and overwhelming users.

Neuron Concept Window. When a neuron is clicked, VISCUIT shows a Neuron Concept
Window, which contains the neuron’s activation scores for the underperforming and well-
performing subgroups and concept patches (Fig. 6.3). This window helps users understand
how much and why each of the neurons have been activated by each subgroup. We generate
the concept patches based on the existing methods [85, 86]; for each neuron, we get the
10 images that activate the neuron the most over the entire dataset. Then, for each of the
images, we randomly generate 32 masks, each of which is for a square concept patch (30px
by 30px). We separate the square areas of different masks to be at least 5px apart from each
other to promote diversity among the concept patches.We then input all the concept patches
to the classifier and observe how the neurons in the classifier are activated. For each neuron,
10 concept patches that activate the neuron the most are considered as the neuron’s concept
patches.

Neuron Clustering. It is known that some neurons in CNN have redundancy and are
activated by similar concepts [560, 561, 562, 563]. To help users identify such redundancy
and focus on distinct concepts, when a neuron is hovered, we highlight the neurons that have
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a. b.

Figure 6.3: The Neuron Concept Window helps users identify image concepts responsible
for activating neurons that significantly contribute to model prediction. (a) Neuron Concept
Window for a neuron highly activated only by the underperforming subgroup #22 shows that
text and non-facial textures, both irrelevant to predicting smiling, have the major contribution
to the misclassification, with the high activation score of 1. (b) Neuron Concept Window for
a neuron highly activated by the well-performing subgroup #296 shows the expected image
features, such as mouths and noses. The Neuron Concept Window displays when the user
clicks on a neuron in the Neuron Activation Panel.

similar sets of concept patches with the hovered neuron. Inspired by the neuron clustering
method in [86], we identify the neuron clusters activated by the same concepts. We train an
additional model, which is based on the ResNet50 architecture, that takes concept patches as
inputs and outputs a vector for each concept patch to maximize the inner products between
the vectors of the concept patches for the same neurons. We randomly sample 10,000
concept patch pairs, each of which consists of two patches from the same neurons, to
generate training dataset; for negative sampling, we additionally sample 10,000 concept
patch pairs, each of which is two patches from two different neurons. The objective function
to be minimized is

−
∑
Vi,Vj∈

Same Neuron

log(Vi · Vj)−
∑

V ′
i ,V

′
j∈

Different Neurons

log(1− V ′
i · V ′

j ) (6.1)

where Vi, Vj and V ′
i , V

′
j are the normalized vectors of the concept patches from the same

and different neurons, respectively. We initialize the model with the classifier that we are
investigating and train for 10 epochs using the SGD optimizer with learning rate of 0.0001.
After training the model, we iterate each of the highly activated neurons in the classifier
to compute the inner products between the vectors for the neuron’s concept patches and
the vectors for the concept patches sampled from each neuron cluster. Among the neuron
clusters, a neuron is added to the cluster that yields the maximum inner product if the inner
product value is greater than the preset threshold 0.9; otherwise, we generate a new cluster
with the neuron as the only element. We set the threshold for adding a neuron to a cluster
to 0.9 to minimize the error that any two neurons for different concepts are grouped to the
same cluster.
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Underperforming Subgroup #22 Accuracy 40%
Text and Non-facial Textures

in the background

Figure 6.4: Images in the underperforming subgroup #22. It is hard to define the char-
acteristics of the subgroup #22 at the first glance. Using VISCUIT, our user Henry gets
hints that there would be text and non-facial textures in the background and verifies it by
brightening the image. Henry concludes that the classifier underperforms on the images of
smiling athletes in stadium.

6.3 Usage Scenario

6.3.1 Bias Characterization

VISCUIT helps users characterize the images where the classifier underperforms. For
example, a hypothetical machine learning engineer Henry is using VISCUIT to investigate
the ResNet50 classifier that predicts whether a person in an image is smiling. While scrolling
down the list of underperforming subgroups, Henry is curious about subgroup #22 with an
accuracy of 40% (Fig. 6.4) since he finds it hard to define the common characteristics of the
images in the subgroup. Henry decides to look into the subgroup #22, wishing to figure out
what kinds of images consist of the subgroup #22 to clarify how the classifier is biased.

As Henry clicks the subgroup #22, VISCUIT displays the well-performing subgroup
#296, which is similar to the subgroup #22 in terms of the feature vectors from the classifier,
confusion matrices of the subgroups #22 and #296, and the neurons in the classifier activated
by the two subgroups. Henry first clicks on the images in the subgroups #22 and #296 to
examine the Grad-CAM Windows and compare the two subgroups (Fig. 6.2). From the Grad-
CAM Windows, Henry figures out that the classifier anomalously attends to the background
areas, which look not pertinent to smiling at all, for the images in the underperforming
subgroup #22. Also, from the confusion matrices, he learns that the classifier predicts all the
images in the subgroup #22 as not smiling, even though more than half of them are actually
smiling. Wondering why the background areas are attended by the classifier, he moves on to
the Neuron Activation Panel to scrutinize the neuron activations.

Since there are many neurons in the Neuron Activation Panel, Henry increases the acti-
vation score threshold from 0.5 to 0.8 to reduce the number of neurons displayed and focus
on few important neurons. To see how differently the two subgroups are processed in the
classifier, Henry clicks on the neurons that are highly activated only by the underperforming
subgroup #22 or only by the well-performing subgroup #296 to bring up the Neuron Con-
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cept Windows (Fig. 6.3). The Neuron Concept Windows reveal that the underperforming
subgroup #22 activates the neurons that capture the text and non-facial textures, while the
well-performing subgroup #296 activates the neurons for mouths and noses. This finding
motivates Henry to wonder whether there may be some text or non-facial textures in the
background of the images in the subgroup #22 and decides to verify his conjecture by
increasing the brightness of the images. Indeed, as he expects, the brightened images have
text and colored stripe patterns in the background (Fig. 6.4), associated with the lights,
stands, and signs in the stadium. Based on these findings, Henry realizes that most of the
images in the subgroup #22 are for athletes in stadium and concludes that the classifier often
misclassifies smiling athletes in stadium as not smiling.

6.3.2 Model Performance Verification

A common need in developing CNN image classifiers is to verify that they work as ex-
pected on both intended predictions and known undesirable cases [564, 565, 566, 567,
15]. VISCUIT provides an interactive means for users to perform such verification. For
example, a hypothetical CNN researcher Jane has prepared a biased CelebA dataset, where
she intentionally increases the co-occurrence of the attribute black hair and the label smiling.
She expects that the model would potentially use image features related to black hair to
predict smiling.

To verify her hypothesis, Jane launches VISCUIT. As illustrated in Fig. 6.1, Jane figures
out that several image subgroups with low accuracies are for the people with black hair
at the first glance. To see whether the model indeed uses the attribute black hair for the
predictions, she clicks on subgroup #14 with an accuracy of 36.4%, and VISCUIT displays
subgroup #380 that is similar to #14 in terms of the last-layer features from the classifier but
has a high accuracy of 86.1%.

In each of those subgroups, clicking on an image brings up a Grad-CAM Window.
It reveals that the classifier attends to forehead, which is irrelevant to smiling, for the
underperforming subgroup #14 (Fig. 6.1-A1), while for the images in the well-performing
subgroup #380, the classifier attends to mouth, which is closely related to smiling (Fig. 6.1-
A2). The confusion matrices quantitatively summarize such misclassification that many of
the images of black-haired people are wrongly classified as smiling even though they are not
(Fig. 6.1-A3). Jane is now certain about her conjecture that the classifier often misclassifies
not smiling black-haired people as smiling due to the inappropriate attention to forehead.

6.4 Conclusion

We present VISCUIT, a web-based interactive visualization tool that helps users understand
how and why CNN image classifiers are biased. VISCUIT summarizes image subgroups
with low accuracies so that users can easily identify on what kinds of images the classifier

50



underperforms and select the subgroups to investigate more in depth. When users select an
underperforming subgroup, the Subgroup Panel of VISCUIT displays a well-performing
subgroup that is similar to the selected underperforming subgroup in terms of the feature
vectors from the classifier and confusion matrices for the two subgroups. This can help users
gain insights into the types of classification errors and the deviant features responsible for
the biases. Users can bring up Grad-CAM Windows by clicking images to learn which parts
of an image have been deemed relevant for the classification. Also, from Neuron Activation
Panel, users can figure out the neurons and concepts responsible for misclassifications
and understand why the classifier performs unexpectedly poorly, by clicking neurons and
bringing up Neuron Concept Windows. VISCUIT can be easily accessed through modern
web browsers and is open-sourced enabling easy extension of VISCUIT to various model
architectures and datasets. We believe VISCUIT would enhance people’s understanding
about CNN model biases and accelerate practical applications of CNN image classifiers.
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Part III

Guide Mitigation

52



In Part I and Part II, we developed techniques to uncover and explain the root causes of
risky AI behaviors. Part III directly addresses those causes to mitigate AI risks. We begin
with CRAYON (Chapter 7), an algorithm that resolves AI classifiers’ underperformance that
arises when models attend to irrelevant features — an issue that reflects the acquisition of
incorrect knowledge from training data.

Chapter 7

Effective Guidance for Model Attention with Simple Yes-no Annotations. Seongmin
Lee, Ali Payani, Duen Horng Chau. IEEE International Conference on Big
Data (BigData), 2024. P PDF

Extending this knowledge-centered perspective to modern LLMs, we then propose
hallucination probing (Chapter 8), a novel task that examines whether an LLM has sufficient
knowledge to answer a prompt and whether its generated response faithfully aligns with that
knowledge, thereby enabling the detection of hallucinations.

Chapter 8

Probing LLM Hallucination from Within: Perturbation-Driven Approach
via Internal Knowledge. Seongmin Lee, Hsiang Hsu, Chun-Fu (Richard)
Chen, Duen Horng Chau. P PDF
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CHAPTER 7
EFFECTIVE GUIDANCE FOR MODEL ATTENTION WITH SIMPLE YES-NO

ANNOTATIONS

7.1 Introduction

Deep learning models have achieved remarkable performance, even surpassing humans in
tasks such as image classification [568]. However, recent advancements in deep learning in-
terpretation have discovered that these models often make predictions focusing on irrelevant
areas [61, 64]. For example, a model trained to classify waterbirds and landbirds often bases
its predictions on backgrounds, not bird bodies, as waterbirds often appear near bodies of
water like lakes, while landbirds are commonly found near land features like forests [569].
Such model attention to less relevant areas results in reduced trustworthiness [570], poor
generalization [571, 572], and biased performance [573, 574, 575, 576]. Thus, it is crucial
to improve these models to attend to pertinent areas [571, 572].

Existing methods to mitigate irrelevant attentions suffer from major drawbacks. Some
techniques attempt to decorrelate class labels from irrelevant areas by explicitly annotating
each image’s irrelevant regions. For example, in a bird dataset, images may be annotated
with either water or land backgrounds, which are then used to balance the training dataset [49,
50, 57] or reduce correlations between irrelevant background areas and class labels [60,
66, 50]. However, in practice, due to the wide variety of irrelevant areas, categorizing
them can be challenging [64, 577]. Other methods directly guide model attention using
ground truth attention maps to inform the model where it should focus or avoid focusing, in
order to align the model’s saliency maps with these ground truth maps [73, 74, 75]. Also,
discrepancies between real-valued model-generated maps and binary ground truth maps can
degrade performance [75].

To address the above research gaps, we present CRAYON (Correcting Reasoning with
Annotations of Yes Or No), which makes the following contributions:

• Yes-No Annotations: An Effective Strategy to Guide Model Attention. Our
research shows that such purposefully simple annotations is a highly effective and
practical solution for correcting model attention, overcoming critical limitations of
existing methods that require laborious annotations, while also delivering superior
performance. CRAYON empowers both classic saliency map-based and modern
concept-based interpretations to not only identify but also rectify model attention.
(Sec. 7.2)

• CRAYON achieves state-of-the-art performance in correcting model attention,
outperforming 12 existing methods across 3 benchmark datasets. Through exten-
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Figure 7.1: Left: CRAYON uses purposefully simple yes-no annotations to guide a model
to attend to relevant image areas (e.g., redirect from background to foreground), overcoming
limitations of existing methods requiring complex annotations such as pixel-wise maps.
Right: CRAYON achieves state-of-the-art performance, surpassing 12 other methods
across 3 benchmark datasets.

sive quantitative experiments with large-scale human annotations involving almost
6,000 participants, we showcase CRAYON’s effectiveness, scalability, and practi-
cality in refining model attention. Remarkably, CRAYON surpasses all methods
that require more complex annotations and achieves near-peak performance with
annotations for just 10% of the training data. To promote reproducible research
and transparency, we open-source our code at https://github.com/poloclub/crayon.
(Sec. 7.3)

7.2 Methods

7.2.1 Overview

CRAYON fine-tunes a trained model to base its predictions on relevant data regions by
harnessing simple yes-no annotations, which pertain to the relevance of the rationale behind
the model’s predictions, as revealed through model interpretations. In this section, we
describe (1) how yes-no annotations for classic interpretations based on saliency maps
guide the model’s attention to the relevant regions — we call this CRAYON-ATTENTION

(Sec. 7.2.2) and (2) how we extend our idea to modern concept-based interpretations to
prune the neurons activated by irrelevant visual concepts — we call this CRAYON-PRUNING

(Sec. 7.2.3).

7.2.2 CRAYON-Attention: Guide Saliency Maps

Generating saliency maps stands as one of the most commonly employed and deeply
explored model interpretation techniques [265]. Therefore, we chose to leverage it as a
familiar mechanism to collect human annotations in our novel and simple way. For a
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given model and its training data x1, . . . ,xN , the saliency map Mxn highlights the regions
within the image xn that the model focuses on for its prediction. Once saliency maps are
generated for all N training data points, we proceed to gather yes-no annotations regarding
the relevance of each map to the prediction task. We denote the set of indices corresponding
to training data with relevant and irrelevant maps as R and I , respectively.

To refine the model using the yes-no annotations, we introduce a loss function based
on the energy loss [578]. For the data point xn whose saliency map Mxn highlights the
relevant regions (i.e., n ∈ R), the model should generate similar saliency maps following
the refinement. Hence, we formulate the loss function Lrel,n as follows:

Lrel,n =
H∑

h=1

W∑
w=1

[M ′
xn
]hw(1− [Mxn ]hw) (7.1)

where H and W represent the height and width of the saliency maps, respectively, and M ′
xn

is the saliency map for the model being trained and the data point xn. We clarify that Mxn

is the saliency map for the original model before refining, and M ′
xn

is for the model being
fine-tuned. For better stability of the loss function, we normalize both Mxn and M ′

xn
, scaling

their values between 0 and 1 by dividing each map by its maximum value.
For the data point xn with irrelevant saliency map (i.e., n ∈ I), the model should attend

to the regions that are not highlighted in the map Mxn . In this regard, we construct the loss
function Lirrel,n as follows:

Lirrel,n =
H∑

h=1

W∑
w=1

[M ′
xn
]hw[Mxn ]hw (7.2)

While guiding the model to attend to the right regions, we need to preserve the accuracy
of the model’s predictions. Therefore, we incorporate the prediction loss Lpred,n for the data
point xn:

Lpred,n =
K∑
k=1

−ynk log ŷnk (7.3)

where ynk is 1 if the label of the data xn is k and 0 otherwise and ŷnk is the probability of
the data xn being labeled as k computed by the model being trained.

Summing up the loss functions, we obtain the loss Latt that guides a model with yes-no
annotations on saliency maps,

Latt =
N∑

n=1

Lpred,n +
α

|R|
∑
n∈R

Lrel,n +
β

|I|
∑
n∈I

Lirrel,n (7.4)

where α and β are the hyperparameters that control the weights of the loss terms, and |R|
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Relevant Irrelevant (pruned)

Neuron A: Activated by Smiling Mouth Neuron B: Activated by Blond Hair
CRAYON-Pruning prunes neurons activated by irrelevant concepts

Figure 7.2: CRAYON-PRUNING prunes the neurons activated by irrelevant concepts in the
penultimate layer and fine-tunes the last layer. For example, in a smile classifier, Left: a
neuron is activated by smiling mouth, which is relevant to smiling, while Right: another
neuron is activated by irrelevant blond hair and is pruned.

and |I| are the number of relevant and irrelevant training data points respectively.

7.2.3 CRAYON-Pruning: Prune Irrelevant Neurons

Neurons, also referred to as channels, in the penultimate layer of CNN models are activated
by specific high-level visual concepts in the input data [579]. Based on this finding, a model
interpretation method that summarizes the concepts responsible for a neuron’s activation
as a collection of image patches has recently been proposed [580]. These patches are
identified by selecting the images that most highly activate the neuron and cropping out the
corresponding region. For example, a neuron in the penultimate layer of a smile classifier
has patches corresponding to the mouth concept, indicating that the neuron’s activation is
attributed to the presence of a mouth (Fig. 7.2, left), while another neuron has patches for
hair (Fig. 7.2, right).

CRAYON-PRUNING identifies the neurons in the penultimate layer that are activated by
irrelevant concepts by presenting the image patches of each neuron and collecting yes-no
annotations on their relevance. For instance, for the smile classifier in the previous example,
the neuron activated by the mouth is relevant, while the neuron activated by the hair is
irrelevant. We prune the irrelevant neurons and fine-tune the last fully-connected layer of
the model to remove the effect of the irrelevant concept on the model’s prediction. For this
fine-tuning process, we use the prediction loss in Eq. 7.3.

7.2.4 Time Complexity

Both CRAYON-ATTENTION and CRAYON-PRUNING share the same general time complexity
of O(NEM), where N is the number of training data points, E is the number of training
epochs, and M corresponds to time for loss computation. For CRAYON-ATTENTION, the
loss computation is based on Grad-CAM (as described in Sec. 7.2.2), whereas for CRAYON-
PRUNING, it uses the conventional cross-entropy loss. This analysis indicates that the
runtimes of both CRAYON-ATTENTION and CRAYON-PRUNING scale linearly with the
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number of training data points, as we will empirically demonstrate in our experiments in
Sec. 7.3.7.

7.3 Evaluation with Human Annotations

To demonstrate CRAYON’s effectiveness, scalability, and practicality in rectifying model
attention, we collect yes-no human annotations for three benchmark datasets from 5,893
participants on Amazon Mechanical Turk (MTurk).

7.3.1 Benchmark Datasets and Model Training

Waterbirds [569] consists of bird images, where waterbirds and landbirds are more com-
monly seen in water (e.g., lake) and land (e.g., forest) backgrounds, respectively. Its training
set consists of:

• 1,057 waterbirds on water backgrounds,

• 3,498 landbirds on land backgrounds,

• 56 waterbirds on land backgrounds, and

• 184 landbirds on water backgrounds.

Bird classifiers trained on this data tend to classify birds based on the backgrounds rather
than their bird features. The test set consists of 1,284 waterbirds and 4,510 landbirds; half
of the waterbird images and half of the landbird images have water backgrounds, while the
other half have land backgrounds.

Biased CelebA [581] demonstrates a correlation where most training images of individuals
with black hair exhibit smiling expressions, while those with blond hair are mostly not
smiling. There are a total of 20,200 training instances:

• 10,000 with black hair and smiling attributes,

• 10,000 with blond hair and not smiling attributes,

• 100 with black hair and not smiling attributes, and

• 100 with blond hair and smiling attributes.

This correlation leads the smile classifier trained on this dataset to make incorrect associa-
tions between smile predictions and hair color. The test set contains a total of 8,000 data
instances, with 2,000 instances per group.

Backgrounds Challenge [64] addresses the problem that classifiers trained on the Ima-
geNet [582] dataset often inappropriately base their predictions on image backgrounds,
rather than foreground objects. Aiming to correct models to base their predictions on the
foreground objects, the challenge introduces the ImageNet-9 (IN-9) dataset, a subset of
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Original Image Highlight Overlaid Highlight in Red

Figure 7.3: Example visualization shown to participants for attention annotations.

ImageNet with nine coarse-grained classes (e.g., dog, bird, vehicle). The IN-9 dataset’s
training and test set consist of 5,045 and 450 images for each class, respectively (45,405
and 4,050 in total).

For each dataset, we train a ResNet50 [583] classifier, pretrained with ImageNet [582],
with the cross-entropy loss (Eq. 7.3) for 10 epochs, and refer to it as the Original model
throughout this paper, indicating no refinement has been applied and thus it may attend
to irrelevant areas. We train the Original model for the Waterbirds dataset with Adam
optimizer [584] with a learning rate of 0.001, a weight decay of 0.0001, and a batch size
of 256 for 50 epochs. Images are resized to 256×256, center-cropped to 224×224, and
then normalized. For the Biased CelebA, we use Adam optimizer with a learning rate
of 0.001, a weight decay of 0.0001, and a batch size of 128 for 10 epochs. Images are
resized to 274×224. For the Backgrounds Challenge, we use the model provided in the
challenge repository as the Original model. Images are resized to 256×256, center cropped
to 224×224, and then normalized.

7.3.2 Annotating Visualized Interpretations

We collect yes-no annotations for the relevance of saliency maps and neuron concepts
on Amazon MTurk. To collect human annotations for CRAYON-ATTENTION, we present
participants with a visualization for each training image, as the example shown in Fig. 7.3,
consisting of:

• Original training image

• Highlight Overlaid depicting regions receiving higher Grad-CAM attention with
higher opacity

• Highlight in Red coloring model-attended areas in red

This visualization design was informed by our pilot study, where we learned that relying
solely on Highlight in Red, which has conventionally been used [585], could obscure
image contents, making it hard for participants to assess relevance. Similarly, identifying
model-attended areas solely with Highlight Overlaid is challenging when the attended
areas are white in color. We present all three visualization components for Waterbirds and
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Backgrounds Challenge, while only Highlight Overlaid is presented for Biased CelebA,
as most areas in these face images are in skin colors, and many participants have found
it sufficient to determine relevance. To maximize quality and efficiency, we present each
visualization to two participants [586] and ask each participant a single yes-no question:

• Waterbirds: Is the strong highlight mainly on the bird?

• Biased CelebA: Can you determine if the person in the image is smiling?

• Backgrounds Challenge1: Is the strong highlight mainly on X? (X is the image’s class
label, e.g., dog, wheeled vehicle, fish)

We carefully set our questions to include the word “mainly” for the Waterbirds and
Backgrounds Challenge datasets so that the participants would pick “yes” only if they
strongly agree with the question, rather than just checking for the existence of highlight.
Images that receive “yes” responses (e.g., highlight only on the bird for Waterbirds) from
both participants are annotated as having a relevant saliency map. Conversely, if both
respond with “no,” the image is annotated as irrelevant. Images receiving mixed responses,
suggesting possible Grad-CAM ambiguity, are not used to guide the model’s attention.

For CRAYON-PRUNING, we generate image patches that represent the visual concepts of
each neuron in the model’s penultimate layer. Since a neuron’s concepts are often determined
by a combination of multiple patches [580], we generate three patches for each neuron,
following convention [587]. These patches are created by identifying the top three data
points that yield the highest activation for the neuron, along with the activation’s spatial
position. As an image patch could strongly activate multiple neurons, we eliminate such
duplicates, resulting in a set of 2,060 unique patches for the Waterbirds dataset, 4,627 for the
Biased CelebA dataset, and 3,042 for the Backgrounds Challenge dataset. We visualize each
patch by overlaying a red rectangle on the corresponding position of the image (Fig. 7.2).
Each patch is shown to an individual participant, and we inquire whether the red highlight is
on the bird body for the Waterbirds dataset and whether the area covered by the patch implies
the presence of a smile for the Biased CelebA dataset. For the Backgrounds Challenge
dataset, we ask whether the red highlight is on X, where X is the image’s class label. A
neuron is annotated as relevant if the majority of its patches receive yes responses, and as
irrelevant if the majority receive no responses.

7.3.3 CRAYON Configurations

We outline the hyperparameter configurations for CRAYON used in our experiments. For
the Waterbirds dataset, CRAYON-ATTENTION fine-tunes the Original bird classifier for 10

1As the Backgrounds Challenge is a large dataset with 45,045 training images, we collected annotations
incrementally and discovered that annotating a small random subset of just 10% (4,500) was already sufficient
to achieve SOTA results, as presented in Sec. 7.3.6.
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epochs with a batch size of 128, using the Adam optimizer [584] with a learning rate of
5e-5 and a weight decay of 1e-4. We set the hyperparameters α and β in Eq. 7.4 set to 1e+7
and 2e+5, respectively. For Biased CelebA, the Original smile classifier is fine-tuned for
10 epochs with a batch size of 64, using the Adam optimizer with a learning rate of 1e-5
and a weight decay of 1e-4. We set the hyperparameters α to 5e+7 and β to 1e+6. For
Backgrounds Challenge, we fine-tune the classifier for 10 epochs with a batch size of 256
using the SGD optimizer [588] with a learning rate of 5e-6 and a weight decay of 1e-1. The
hyperparameters α and β set to 5e+3 and 5e+2, respectively.

For CRAYON-PRUNING, we prune 1,034 irrelevant neurons from the penultimate layer
of the Original model trained on the Waterbirds dataset, and then fine-tunes the last fully
connected layer for 10 epochs with a learning rate of 5e-5. For the Biased CelebA dataset,
we prune 1,871 irrelevant neurons and train the last layer for 50 epochs with a learning rate
of 5e-6. For the Backgrounds Challenge dataset, 407 neurons are pruned, and the last layer
is trained for 10 epochs with a learning rate of 1e-6.

We also evaluate CRAYON-PRUNING+ATTENTION, which prunes irrelevant neurons
in the penultimate layer and then fine-tunes the entire model with attention guidance2. For
Waterbirds, we set α to 1e+7 and β to 2e+5, while for Biased CelebA, we set α and β to
5e+7 and 1e+6, respectively. For Backgrounds Challenge, we set α to 1e+3 and β to 5e+1.
For the Waterbirds and Biased CelebA datasets, we use the Adam optimizer with the same
learning rate, weight decay, and number of epochs as with CRAYON-ATTENTION, while
we use the SGD optimizer with a learning rate of 5e-5 and weight decay to 1e-1 for the
Backgrounds Challenge dataset. We select these values base on the performance of training
data after testing with a wide range of hyperparameter values (details in Sec. 7.3.11).

7.3.4 Compared Methods

To demonstrate the importance of human annotations, we compare CRAYON with some
of the most recent, best-performing methods aimed at rectifying model attention without
human annotations:

• JtT [51] upweights the loss of training data points misclassified by the Original model.

• MaskTune [65] guides the model to learn diverse features by masking regions highly
attended by the Original model.

• LfF [50] introduces an auxiliary model that heavily relies on irrelevant areas to identify
the data points that are likely to receive irrelevant attention.

• SoftCon [589] uses the auxiliary model to closely locate data points with the same
class labels but significant disparities in irrelevant areas.

2Neuron pruning must be applied before using attention annotations, as annotated image patches stem from
Original model. Fine-tuning the model with CRAYON-ATTENTION may change the concepts detected by each
neuron and new image patches may appear.
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Table 7.1: CRAYON achieves the best, state-of-the-art performance in correcting model
attention, outperforming all existing methods across 3 benchmark datasets, even surpassing
methods that require more complex annotations.

Method Annotation
Waterbirds Biased CelebA Backgrounds

WGA↑ MGA↑ WGA↑ MGA↑ MR↑ BG-Gap↓

Original - 28.35 72.08 32.60 73.71 78.27 12.99

CRAYON-ATTENTION Yes-No 72.31±0.89 85.23±0.17 83.29±2.07 89.61±0.10 80.85±0.23 8.52±0.29

CRAYON-PRUNING Yes-No 68.97±0.43 83.13±0.08 69.51±2.20 86.75±0.40 78.61±0.15 12.18±0.11

CRAYON-PRUNING+ATTENTION Yes-No 76.04±3.38 86.03±0.45 84.38±1.49 90.13±0.36 81.66±0.14 8.40±0.31

JtT [51] - 46.88±1.69 78.29±0.92 35.25±1.90 74.29±0.31 77.61±0.20 12.99±0.09

MaskTune [65] - 45.67±2.17 79.13±0.36 37.72±1.37 78.85±0.28 78.14±0.08 12.54±0.07

LfF [50] - 44.64±0.85 77.24±0.27 44.35±1.76 77.05±0.40 78.23±0.05 12.41±0.08

SoftCon [589] - 46.10±4.56 79.93±1.28 42.38±13.99 76.17±3.23 73.14±2.02 11.58±0.75

FLAC [577] - 40.68±10.58 80.77±3.59 39.31±11.84 76.73±3.51 79.91±0.36 9.75±0.35

LC [66] - 61.65±3.70 80.43±0.67 64.98±5.09 84.80±0.88 74.78±1.81 13.35±0.55

CnC [67] - 46.98±1.12 77.80±0.47 37.76±0.65 75.34±0.19 77.87±0.42 12.91±0.27

RRR [73] Map 53.96±3.46 82.29±0.83 42.16±4.22 78.64±0.82 80.08±0.25 10.68±0.22

GradMask [590] Map 58.38±3.83 82.78±0.66 8.43±6.70 65.72±2.45 80.11±0.30 10.63±0.30

ActDiff [591] Map 64.58±1.66 84.54±0.23 41.29±4.69 79.08±1.20 75.84±5.97 11.73±3.06

GradIA [74] Yes-No, Map 60.87±2.86 83.17±0.51 41.80±7.82 76.58±2.09 79.79±0.19 11.26±0.15

Bounding Box [81] Bounding Box 66.36±2.17 85.85±0.46 33.34±1.96 73.03±0.38 80.82±0.13 9.81±0.96

ERM - 22.49±12.00 70.23±5.10 37.82±9.54 71.86±3.46 77.86±0.26 12.88±0.21

• FLAC [577] maximizes the dissimilarity between the feature distributions of the
Original model and those of the auxiliary model.

• LC [66] corrects logits of the Original model using the auxiliary model outputs.

• CnC [67] replaces the auxiliary model’s predictions required by SoftCon with the
Original model’s predictions.

We also assess five methods that require complex human annotations by using the ground
truth maps provided in the dataset. We note that this comparison poses CRAYON disad-
vantages since it uses simple human-provided annotations, not complex ground truth. For
Biased CelebA, which lacks segmentation maps, we generate maps covering the eyes and
mouth, relevant to smiling, as the images in this dataset are aligned with respect to the eyes’
locations [592]. Bounding boxes are generated to enclose these maps. It is important to note
that we could not collect human annotations for the existing methods because they either
require proprietary apparatus [75, 74] or are not evaluated with human annotators [73, 81].
The methods3 are:

• RRR [73] collects ground truth maps that annotate irrelevant pixels in the images and
guides the model not to attend to these irrelevant pixels.

3We tried RES [75] on our datasets and determined that it was computationally prohibitive. The algorithm
did not finish one iteration even after 3 hours on an NVIDIA A6000 GPU; 2,205 iterations are needed for the
Biased CelebA dataset.
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• GradMask [590] collects ground truth maps and penalizes attention outside the rele-
vant pixels.

• ActDiff [591] collects ground truth maps to mask the background of each image and
closely aligns the masked image’s representation with the unmasked one.

• GRADIA [74] collects yes-no annotations to identify images where the original model
generates irrelevant saliency maps or incorrect predictions, collects ground truth maps,
and aligns the model’s attention accordingly.

• Bounding Box [81] collects bounding boxes that cover the relevant regions of each
image and guides the model to keep its attention within these boxes.

To ensure attention correction is not solely due to extended training, we examine the naive
empirical risk minimization (ERM) [569] approach that simply minimizes classification loss
by training the model for more epochs. Hyperparameter values for all compared methods
are determined through a comprehensive systematic search around the values reported in
their papers. We use the values that yield the highest performance. We report each method’s
training configurations in our repository4.

7.3.5 Evaluation Metrics

As the Waterbirds and Biased CelebA provide the labels for irrelevant areas, we employ
worst and mean group accuracy as the evaluation metrics in accordance with the practice in
literature [569]. Specifically, we first evaluate the model accuracy for each group created by
intersecting irrelevant area labels and class labels; for example, Waterbirds consists of four
groups: waterbirds on water backgrounds, waterbirds on land backgrounds, landbirds on
water backgrounds, and landbirds on land backgrounds. We then compute the minimum and
mean accuracy values across these groups and denote them as worst group accuracy (WGA)
and mean group accuracy (MGA), respectively.

For Backgrounds Challenge, we employ the metrics proposed by the challenge itself [64],
as it is difficult to categorize its image backgrounds to form image groups. These metrics
are based on two datasets, Mixed-Same and Mixed-Rand, which are created by transforming
image backgrounds. The Mixed-Same dataset shuffles backgrounds across the images with
the same class label, while the Mixed-Rand dataset shuffles the backgrounds across all
images to decorrelate backgrounds and class labels. We evaluate:

• Accuracy on the Mixed-Rand dataset to examine whether the model makes correct
predictions when the class label is decorrelated from background.

• Difference between the accuracies on the Mixed-Same and Mixed-Rand datasets to
assess the impact of backgrounds on the model predictions; we name it as BG-Gap. A
smaller BG-Gap implies less reliance on backgrounds.

4https://github.com/poloclub/crayon/blob/main/misc/training config.md
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7.3.6 Results: CRAYON is Effective and SOTA

CRAYON achieves state-of-the-art performance in correcting model attention, outperform-
ing 12 existing methods across three benchmark datasets, including those that require more
complex annotations. We run each method five times with different random seeds and report
the average and standard deviation of the performance values in Table 7.1.

For Waterbirds, compared to the unrefined original model (Row 1), CRAYON-ATTENTION

(Row 2) substantially enhances WGA by 43.96 percentage points (pp), raising it from 28.35%
to 72.31%; and MGA by 13.15pp, from 72.08% to 85.23%. CRAYON-PRUNING (Row 3)
also demonstrates improvements, achieving a 40.62pp increase in WGA and an 11.05pp in-
crease in MGA. CRAYON-PRUNING+ATTENTION (Row 4), which combines both attention
and pruning approaches, further elevates both WGA and MGA beyond the capabilities of
each individual approach, raising WGA to 76.04% and MGA to 86.03%.

CRAYON is also effective for Biased CelebA, significantly outperforming all 12 meth-
ods. which is expected for the methods that do not leverage human annotations (Table 7.1,
Row 4-10). JtT and LfF, which upweight the training data points misclassified by the original
model, exhibit marginal effects as there are few misclassified training data points due to
the severe imbalance in training data. Similarly, CnC, which uses misclassified data as
positive and negative samples for contrastive learning, achieves only limited improvement.
For the methods that use human annotations, their performances were on par with those
without human annotations. We believe this is due to the discrepancies between real-valued
model-generated maps and binary ground truth maps [75]. Moreover, we observe that
GradMask (Row 13) often fails because its masking significantly alters the face areas other
than mouth and eyes, making it hard for the model to detect the image as a face. Bounding
Box (Row 16) shows limited performance, as rectangular boxes surrounding eyes and mouth
inevitably include irrelevant areas like nose and cheeks, where hair frequently appears.

For Backgrounds Challenge, CRAYON achieves the highest accuracy on the Mixed-
Rand dataset and smallest BG-Gap, demonstrating its effectiveness in multi-label classifica-
tion tasks. It improves the accuracy on the Mixed-Rand dataset from 78.27% to 81.66% and
reduces the BG-Gap from 12.99% to 8.40%. While CRAYON-PRUNING exhibits marginal
performance, since a concept irrelevant to one class can be relevant to another in multi-label
classification, combining it with attention guidance complements such limitation and effec-
tively mitigates the model reliance on image backgrounds. The underperformance of most
approaches that do not use any annotations demonstrates their limitations in the challenging
setting where irrelevant attributes correlated with class labels are unclear [66]. Specifically,
the underperformance of JtT and CnC is attributed to the small number (only 2%) of training
data points misclassified by the original model, while MaskTune’s limited performance
suggests its potential reliance on large training data, as higher performance was reported
when four times the training data points were used [65].
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Figure 7.4: For the Waterbirds dataset, even with annotations for just 10% of the training
data points, both CRAYON-ATTENTION and CRAYON-PRUNING+ATTENTION nearly reach
their peak performance. CRAYON-PRUNING realizes its full effectiveness when annotations
are provided for most neurons in the penultimate layer. The performance of CRAYON-
PRUNING+ATTENTION with no attention annotations differs from CRAYON-PRUNING’s
peak performance, as the latter retrains the entire model, while the former fine-tunes only
the last layer. For each annotation number n, we run each method five times with different
random seeds and report the average MGA and WGA values.

It is noteworthy that CRAYON-ATTENTION surpasses all methods using more complex
annotations, which often contain richer information. We attribute CRAYON’s superior
performance to its ability to overcome the shortcomings of binary ground truth maps
and boxes, which are represented as 0s and 1s, while model-generated saliency maps
consist of continuous real numbers. This inconsistency degrades the performance of model
attention guidance [75]. Additionally, experiments with the Biased CelebA dataset reveal
that the shape constraint of bounding boxes significantly degrades performance. CRAYON
addresses this challenge by using the saliency maps of the original model instead of binary
ground truth.

7.3.7 Scalability: Runtime Scales Linearly with Data Points

We run all CRAYON algorithms on an NVIDIA A6000 GPU with 40GB RAM. For the
Waterbirds dataset with 4,795 training data points, CRAYON-ATTENTION takes 288 seconds
on average, CRAYON-PRUNING takes 111 seconds, and CRAYON-PRUNING+ATTENTION

takes 295 seconds. For the Biased CelebA dataset with 20,200 training data points, CRAYON-
ATTENTION takes 1368 seconds, CRAYON-PRUNING takes 1241 seconds, and CRAYON-
PRUNING+ATTENTION takes 1401 seconds. For the Backgrounds Challenge dataset, which
consists of 45,405 training data points, CRAYON-ATTENTION takes 4512 seconds, CRAYON-
PRUNING takes 4118 seconds, and CRAYON-PRUNING+ATTENTION takes 4540 seconds.
Overall, CRAYON-PRUNING takes much less time as it fine-tunes only the last fully con-
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Table 7.2: Ablation study demonstrates that Lrel guides model attention significantly stronger
than Lirrel which directs attention away from irrelevant image regions.

Lrel Lirrel

Waterbirds Biased CelebA Backgrounds

WGA↑ MGA↑ WGA↑ MGA↑ MR↑ BG-Gap↓

✓ ✓ 72.31 85.23 83.29 89.61 80.85 8.52
✓ 67.38 83.64 77.48 88.28 80.52 8.69

✓ 46.57 76.33 67.32 84.59 78.66 11.86
22.49 70.23 37.82 71.86 77.86 12.88

nected layer. Additionally, these runtimes align with our time complexity analysis of
CRAYON that it scales linearly with the number of training data points (Sec. 7.2.4).

7.3.8 Varying Number of Annotations

We evaluate how the number of annotations n affects CRAYON’s performance. For
CRAYON-ATTENTION, we randomly sample n images from the training set of the Waterbirds
dataset and compute both Lrel and Lirrel for these n images along with their annotations.
For CRAYON-PRUNING, we randomly sample n neurons from the penultimate layer and
prune the irrelevant neurons within this sampled group of n. We additionally investigate
CRAYON-PRUNING+ATTENTION, where we use all 2,048 annotations for neuron relevance
while varying the number of annotations for model attention5.

Fig. 7.4 presents the results for Waterbirds. The performance of all CRAYON methods
improves as the number of annotations increases. Notably, CRAYON-ATTENTION and
CRAYON-PRUNING+ATTENTION are effective even with a small number of annotations,
achieving nearly peak performance when annotations are available for only 10% of the
training data points. Specifically, with attention annotations for 500 out of 4,795 training
data points, CRAYON-ATTENTION enhances the WGA and MGA to 83.64% and 69.69%,
respectively, while CRAYON-PRUNING+ATTENTION enhances the WGA and MGA to
84.89% and 74.67%, respectively. These values are only marginally lower than the perfor-
mance achieved with annotations for all training data points. In contrast, the performance
of CRAYON-PRUNING is constrained unless a substantial portion of neurons is annotated,
underscoring the importance of acquiring annotations for all neurons in the penultimate
layer. In our repository, we include additional results for Biased CelebA and Backgrounds
Challenge, which show similar overall trends as presented above for Waterbirds6.

5We elect to focus on varying the number of attention annotations based on our observation that almost all
pruning annotations need to be used for CRAYON-PRUNING to be fully effective.

6https://github.com/poloclub/crayon/blob/main/README.md
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Table 7.3: The attention annotations for the Original ResNet50 model effectively refine
ConvNeXt trained on 3 datasets.

Waterbirds Biased CelebA Backgrounds

WGA↑ MGA↑ WGA↑ MGA↑ MR↑ BG-Gap↓

Original 66.23 84.73 26.76 71.32 87.18 5.87
Refined 76.73 88.59 49.50 79.40 89.49 5.56

7.3.9 Ablation Study

We conduct an ablation study to assess the impact of the two proposed loss terms, Lrel

and Lirrel, on CRAYON-ATTENTION’s performance. We deactivate one of the two loss
terms by setting either α or β in Equation 7.4 to 0. Table 7.2 summarizes the results.
Overall, removing either loss term degrades the performance of CRAYON-ATTENTION,
highlighting the contributions of both Lrel and Lirrel in guiding model attention. When we
deactivate Lirrel and rely solely on Lrel (Row 2), WGA and MGA experience declines of
4.93pp (72.31% to 67.38%) and 1.59pp (85.23% to 83.64%) for Waterbirds and 5.81pp
(83.29% to 77.48%) and 1.33pp (89.61% to 88.28%) for Biased CelebA. For Backgrounds
Challenge, the accuracies on the Mixed-Rand datasets decrease from 80.85% to 80.52% and
the BG-Gap increases from 8.52% to 8.69%, respectively.

Excluding Lrel from Latt (Row 3) also significantly impairs the performance. For
Waterbirds, WGA decreases by 25.74pp (72.31% to 46.57%) and MGA by 8.90pp (85.23%
to 76.33%), and for Biased CelebA, WGA declines by 15.97pp (83.29% to 67.32%) and
MGA by 5.02pp (89.61% to 84.59%). Likewise, for Backgrounds Challenge, the accuracy
on the Mixed-Rand dataset decreases by 2.19pp (80.85% to 78.66%) and the BG-Gap
increases by 3.34pp (8.52% to 11.86%). These results show that Lrel plays a significant role
in guiding model attention, while Lirrel provides additional guidance by directing attention
away from irrelevant areas.

7.3.10 Transferability of Attention Annotations

Although attention annotations have been collected with respect to the saliency maps from
the Original model, CRAYON-ATTENTION can effectively exploit these annotated saliency
maps to refine other models, as these annotated maps serve as indicators of where a model
should or should not attend. To assess the transferability of attention annotations, for each
dataset, we train five ConvNeXt [593] models, each initialized with a different random
seed value. We then refine these models using CRAYON-ATTENTION with the saliency
maps from the Original model and their relevance annotations. In other words, we train
the ConvNeXt models using the saliency maps from the Original model as Mxn in Eq. 7.1
and 7.2, and their relevance annotations to decide R and I in Eq. 7.4. We note that M ′

xn
in
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Figure 7.5: For the Waterbirds dataset, both CRAYON-ATTENTION (left) and CRAYON-
PRUNING+ATTENTION (right) effectively correct model attention for wide range of α and
β.

Eq. 7.1 and 7.2 is the saliency map for the ConvNeXt models being trained. We run the
CRAYON-ATTENTION for each model five times, each with a different random seed, and
report the average performance in Table 7.3.

The attention annotations for the Original model’s saliency maps effectively guide the
attention of the other models. For the Waterbirds dataset, the average WGA of the five
models, which was 66.23% before refining, increases to 76.73%, and the average MGA,
which was 84.73%, is elevated to 88.59%. Similarly, for the Biased CelebA dataset, the
average WGA improves from 26.76% to 49.50%, and MGA from 71.32% to 79.40%. For
the Backgrounds dataset, the average accuracy on the Mixed-Rand dataset is enhanced
from 87.18% to 89.49%, and the BG-Gap is reduced from 5.87% to 5.56%. These results
demonstrate that our attention annotations can be effectively transferred across different
models.

7.3.11 Hyperparameter Sensitivity

We examine how CRAYON’s two hyperparameters, α and β, affect the performance of
CRAYON-ATTENTION and CRAYON-PRUNING+ATTENTION. We evaluate the performance
of the two methods on the Waterbirds dataset with different values of α over the wide range
from 1e+5 to 1e+9 while consistently using β of 2e+5 as in Sec. 7.3.3. Similarly, we vary β

from 1e+3 to 1e+7, while keeping α as 1e+7. Fig. 7.5 visualizes the results.
We observe that the performance of CRAYON-ATTENTION stabilizes for various values

of α from 5e+6 to 5e+7. The performance is even more stable with different values of
β ranging from 2e+3 to 5e+5. The performance of CRAYON-PRUNING+ATTENTION is
relatively more sensitive to these hyperparameters; changing α by a scale of 2 can impact
the performance, while the performance stabilizes for β from 1e+5 to 5e+5. This demon-
strates that both CRAYON-ATTENTION and CRAYON-PRUNING+ATTENTION achieve its
effectiveness with various values of the hyperparameters, while they would benefit from a
careful hyperparameter tuning. Our repository provides the results of the hyperparameter
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sensitivity experiments for the Biased CelebA and Backgrounds Challenge dataset, which
show similar trends to the Waterbirds dataset7.

7.4 Conclusion

We introduce CRAYON, the state-of-the-art approach for correcting model attention using
simple yes-no annotations annotations. Extensive quantitative evaluation with large-scale
human annotations demonstrates CRAYON’s effectiveness, scalability, and practicality. It
outperforms all existing methods across three benchmark datasets, surpassing approaches
that rely on more complex annotations.

7https://github.com/poloclub/crayon/blob/main/README.md
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CHAPTER 8
PROBING LLM HALLUCINATION FROM WITHIN: PERTURBATION-DRIVEN

APPROACH VIA INTERNAL KNOWLEDGE

8.1 Introduction

Large language models (LLMs) excel at text generation [594, 595] but often produce
hallucinations — incorrect or unverifiable content — posing significant risks for practical
use [596]. Detecting such hallucinations is crucial yet challenging due to their plausible
appearance [597, 598] and diverse types [490, 597]. One common detection approach
involves comparing outputs with external sources (e.g., Wikipedia) [18, 19, 20], but they
fail when such sources are unavailable. Alternative approaches include fine-tuning LLMs to
reject questions likely to produce hallucinations [24, 25, 26] or training classifiers to detect
them [22, 21, 23], both requiring expensive supervised training on large labeled datasets.
To address these limitations, some recent efforts forgo external knowledge or supervised
training. These approaches include checking consistency across multiple generations [30],
prompting LLMs to assess correctness [27, 29, 599], or estimating LLM’s uncertainty about
its generation [36, 40, 600, 33, 31].

However, the methods above have a key limitation: they do not assess whether an
LLM possesses sufficient knowledge to generate accurate responses — an essential factor in
ensuring accurate detection. To be specific, consistency checks cannot identify hallucinations
that the model repeatedly generates [330], while prompting-based approaches may result in
random guesses when the LLM lacks knowledge. Moreover, uncertainty estimation methods
assume all hallucinations stem from uncertainty, neglecting factors such as randomness in
token sampling or beam search variability [45, 46].

These limitations highlight the critical need to assess the LLM’s knowledge and its
alignment with generated content. We address this gap with the following key contributions:

• A novel hallucination probing task that classifies LLM-generated text into three cate-
gories — aligned (LLM has sufficient knowledge and responds faithfully), misaligned
(LLM has knowledge but generates contradictions), and fabricated (LLM lacks relevant
knowledge). Our categorization refines hallucination types beyond existing work [601,
490] (Sec. 8.2), significantly boosting detection performance (Fig. 8.1).

• Entity Perturbation Impact discovery, our key finding revealing that perturbing key
entities in prompts affects LLM outputs differently depending on the type of hallucination
present (Sec. 8.2). While prior studies have identified that hallucinations arise from errors
while retrieving knowledge about the key entities [602], they did not leverage this for
hallucination detection. We systematically perturb key entities to assess their impact
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Figure 8.1: We introduce a novel hallucination probing task that distinguishes hallucination
into misaligned and fabricated text. SHINE, our novel hallucination probing method,
achieves best performance in hallucination detection, outperforming 7 methods across 4
datasets and 4 LLMs (Table 8.2, 8.3).

on generated tokens, demonstrating how these perturbations can determine whether the
generated tokens stem from the LLM’s knowledge and align with it. This provides the
foundation for distinguishing between aligned, misaligned, and fabricated responses for
hallucination probing.

• SHINE, a novel hallucination probing method leveraging our Entity Perturbation
Impact discovery to predict whether an LLM possesses sufficient knowledge to generate
faithful response, and whether the response aligns with the LLM’s knowledge (Sec. 8.3,
Fig. 8.3). SHINE operates without external knowledge, supervised training, or LLM
fine-tuning. SHINE stands for Systematic Hallucination Inspection with Noisy Entity.

• Extensive experiments demonstrating the superiority of our method on four modern
LLMs (LLaMA2-13B-Chat, LLaMA3-8B-Instruct, Mistral-7B-Instruct, Qwen2.5-7B-
Instruct) across four datasets for diverse text generation tasks. Our method effectively
classifies aligned, misaligned, and fabricated text (Sec. 8.4.1) and outperforms all exist-
ing algorithms on hallucination detection (Sec. 8.4.2), underscoring the importance of
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hallucination probing.

8.2 Discovery: Entity Perturbation Impact for Hallucination Probing

Inspired by the prior work that explores GPT-2’s knowledge by perturbing entities in
templated aligned prompts [364], we ask: “Is LLM-hallucinated text, ungrounded in model
knowledge, as sensitive to perturbations as aligned text?” This drives our novel Entity
Perturbation Impact discovery, forming the basis of SHINE, our hallucination probing
method (Sec. 8.3).

To explore this, we extend the analysis to modern LLMs, specifically, LLaMA2-13B-
Chat-GPTQ [489] (henceforth, LLaMA2), and more flexible prompts that ask factual
questions about specific entities, which have been the primary focus of recent research [603,
604, 602, 605]. We use the NEC benchmark [606], which includes prompts about existent
and non-existent entities across six topics; real-entity prompts yield aligned or misaligned
responses, whereas fictional ones generate fabricated responses.

Below, we outline an LLM’s inference process, then introduce our perturbation and
evaluation method, which leads to our key discovery that perturbing key entities affects
LLM’s generation of aligned, misaligned, and fabricated responses differently, and ultimately
gives rise to SHINE (Sec. 8.3).

LLM Inference without Perturbation. For a prompt P and text G, a tokenizer with a
token set T splits P into M tokens t1:M = [t1, . . . , tM ] and G into N tokens tM+1:M+N =

[tM+1, . . . , tM+N ], where ti ∈ T . Each token ti is mapped to a d-dimensional embedding
vector ei ∈ Rd by a token embedding map. An LLM f takes the embedding vector sequence
e1:M+N = [e1, . . . , eM+N ] as an input and computes the probability of each token appearing
after each token position i; i.e., f(e1:M+N) = P1:M+N ∈ R(M+N)×|T |, where Pi ∈ R|T | and
Pi(t) is the probability of the token t to be generated at the position i+ 1.

Entity Perturbation. For each prompt P , we manually identify the key entity S, tokenized
as tS1:K . We locate all token positions IS where S appears in P and the LLM’s response
G, i.e., IS = {i|ti:i+K−1 = S}. To perturb the embeddings of S, we add Gaussian noise
ϵ ∼ N (0, (3σ0)

2) ∈ RK×d to all occurrences of S, where σ0 is the standard deviation
of token embeddings in the NEC dataset [364]; i.e., êi:i+K−1 = ei:i+K−1 + ϵ for i ∈ IS ,
while leaving other token embeddings unchanged. Then, we input ê1:M+N to the LLM f ,
obtaining a perturbed probability distribution P̂1:M+N = f(ê1:M+N) ∈ R(M+N)×|T |. For
each token position i in G, we evaluate the Entity Perturbation Impact using: (1) Kullback-
Leibler (KL) divergence between Pi and P̂i (i.e., KL(Pi∥P̂i)) to capture global effects
across the entire vocabulary and (2) change in the generation probability of token ti (i.e.,
∆Pi = P̂i(ti)−Pi(ti)), focusing on generated tokens. To mitigate the impact of random
Gaussian noise, we repeat this process 10 times with different random seeds.

We note that our approach differs from the methods that detect hallucinations via
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Figure 8.2: Entity Perturbation Impact, measured by KL divergence and ∆Pi, varies across
aligned, misaligned, and fabricated text. (A) Tokens in aligned and misaligned text, strongly
linked to the LLM’s knowledge of the entity, have high KL divergence, while most tokens in
fabricated text have near-zero values, indicating weak association with the LLM’s knowledge.
The mean KL divergence of fabricated text is significantly lower than aligned and misaligned
text. (B) While tokens in aligned and fabricated text generally show negative or near-zero
∆Pi, misaligned text has tokens with positive ∆Pi, particularly those in the contradictory
phrase, leading the mean ∆P of misaligned text to surpass that of aligned and fabricated
text.

inconsistencies across generations. While their inconsistencies mean that there is a token
position i with multiple inconsistent token ts with high generation probability Pi(t) (i.e.,
Pi has high entropy), we measure the KL divergence between original and perturbed
distributions Pi and P̂i.

Experiments. From the NEC dataset, we randomly sample two prompts for each topic for
both existent and non-existent entities, yielding 12 aligned, 12 misaligned, and 12 fabricated
data points. This analysis focuses on a small subset, as it requires manual identification of
key entities; results for full dataset using our automated approach are in Sec. 8.4. In addition
to tokenwise analysis, we evaluate each text’s Entity Perturbation Impact by taking mean
across all tokens in G except those of the perturbed entity, and refer to the results as the KL
divergence and ∆P of G.

Fig. 8.2 demonstrates the Entity Perturbation Impact of aligned, misaligned, and fabri-
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Figure 8.3: SHINE classifies LLM-generated text into aligned, misaligned, and fabricated
without external knowledge or supervised training through two steps: Model Knowledge
Test (Sec. 8.3.1) and Alignment Test (Sec. 8.3.2). The Model Knowledge Test identifies
whether the LLM has sufficient knowledge to generate a faithful response by perturbing
entities in the prompt and evaluating the impact; fabricated text is differentiated at this
stage. For the data that the LLM has enough knowledge, we conduct the Alignment Test to
examine whether the text aligns with the LLM’s knowledge.

cated text. Fabricated text shows a much lower mean KL divergence (0.21) than aligned
(0.92) and misaligned (1.36) text (Fig. 8.2A). For example, in the aligned response to the
prompt “What medical condition(s) is Mucinex used to treat?”, tokens for “respiratory” and
“sinus”, which are relevant to Mucinex, have high KL divergence, whereas fabricated text’s
tokens exhibit near-zero KL divergence, indicating their weak association with the LLM’s
knowledge. Moreover, misaligned text contains tokens with positive ∆Pi, with a mean ∆P

of 0.03 — higher than aligned (-0.16) and fabricated (-0.03) text, where most tokens have
negative or near-zero ∆Pi (Fig. 8.2B). In the misaligned text about Mucinex, tokens in the
misaligned phrase “fever, and toothaches” show positive ∆Pi, suggesting ∆Pi > 0 as a
misalignment indicator.

Key Takeaways. Low Entity Perturbation Impact measured by KL divergence strongly
indicates fabricated text, as its tokens are weakly tied to key entities. In contrast, a rise
in generation probability after perturbation (i.e., ∆P > 0) signals misalignment. This is
because aligned tokens are grounded in model knowledge of the key entities, so perturbation
lowers their probability (∆P < 0), while tokens in fabricated text remains unaffected
(∆P ≈ 0). In Sec. 8.3, we introduce SHINE, a hallucination probing method that leverages
Entity Perturbation Impact to distinguish between aligned, misaligned, and fabricated text.

8.3 SHINE: Hallucination Probing Method

Leveraging our Entity Perturbation Impact discovery (Sec. 8.2), we develop a two-stage
workflow for hallucination probing, consisting of Model Knowledge Test and Alignment
Test (Fig. 8.3). The Model Knowledge Test first assesses whether the LLM has enough
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knowledge to generate faithful response for the prompt and distinguishes fabricated text from
other two types (Sec. 8.3.1). Then, the Alignment Test examines whether the generated text
aligns with the LLM’s knowledge, classifying it as either aligned or misaligned (Sec. 8.3.2).

8.3.1 Model Knowledge Test

Model Knowledge Test is inspired by our discovery that the Entity Perturbation Impact
of fabricated text, measured by KL divergence, is much lower than that of aligned or
misaligned text. To systematically identify key entities, we detect all entities in a prompt and
perturb them with varying strength, determined by the attention they receive. The Model
Knowledge Test involves four steps: (1) identifying entities in a prompt, (2) determining each
entity’s perturbation strength, (3) perturbing the entities’ embeddings, and (4) measuring the
perturbation’s impact.

Step 1. Entity Identification. Model Knowledge Test extracts all entities S1, . . . , SL in
P using the named entity (doc.ents) and noun chunk (doc.noun chunks) extraction
features of SpaCy [607] library.

Step 2. Perturbation Strength Computation. To focus on the entities that significantly
contribute to generation, we apply stronger perturbations to entities with higher attention. To
calculate the attention attl ∈ R+ of each entity Sl [274], we concatenate M tokens in P and
N tokens in G into t1:M+N , feed the token sequence into the LLM, and sum the attention
values received by the tokens of Sl while generating tM+1:M+N . We then scale attl into
al ∈ [0, 1]:

al =
exp (katt · attl)

exp (katt ·max (att1, . . . , attL))
, (8.1)

where katt ≥ 0 controls the impact of attention values; katt = 0 weighs all entities equally,
while larger values emphasize highly attended entities.

Since LLMs tend to fabricate for entities with low frequency in the training data [608,
609, 19, 610], we further adjust perturbation strength based on the likelihood of each
entity Sl being generated by the LLM, which serves as a good proxy for frequency [611].
Specifically, we use the negative log-likelihood, scaled by token position to consider later
tokens’ importance. For an entity Sl, tokenized as tSl

1:Kl
, the perturbation strength wl ∈ R+

is calculated as

wl = al ·

(
1− 1

Kl

Kl∑
k=1

√
k − 1 logPr(tSl

k |tSl
1:k−1)

)−1

. (8.2)

Step 3. Entity Perturbation. We perturb L entities by adding Gaussian noise to the
embeddings of the entities’ tokens. For entity Sl = tSl

1:Kl
, we identify all token positions

ISl
where it appears in (P,G): ISl

= {i|ti:i+Kl−1 = Sl}. We add Gaussian noise ϵMKT
l ∼
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N (0, (σMKT
l )2) ∈ RKl×d to all i ∈ ISl

, i.e., eMKT
i:i+Kl−1 = ei:i+Kl−1 + ϵMKT

l , while leaving
other tokens unchanged; the standard deviation σMKT

l = wl ·σ, where σ is a hyperparameter
(details in Sec. 8.4). We input the perturbed embeddings eMKT

1:M+N to the LLM f to compute
the perturbed probability distribution PMKT = f(eMKT

1:M+N) ∈ R(M+N)×|T |.

Step 4. Model Knowledge Score Evaluation. We compute KL divergence between P and
PMKT at each token position i in the generated text G and refer to it as Model Knowledge
Score at the position i, which is denoted as MKSi = KL(Pi∥PMKT

i ). As the dependency
on the previous tokens can reduce the KL divergence values of some tokens, we evaluate
MKS, the Model Knowledge Score of G, by taking the mean of top-pMKS values of MKSi

for i = M + 1, . . . ,M +N (0 < pMKS ≤ 1):

MKS =
1

⌈pMKS ·N⌉

⌈pMKS ·N⌉∑
i=1

MKSsort
i , (8.3)

where MKSsort
1 ≥ · · · ≥ MKSsort

N is a permutation of MKSM+1, . . . ,MKSM+N sorted
in descending order. We repeat this 10 times with different random seeds.

If the Model Knowledge Score is lower than a threshold, we classify the text as fab-
ricated; otherwise, we proceed to the Alignment Test (Sec. 8.3.2). We determine the
threshold τMKS using the Kolmogorov-Smirnov (KS) test [612] on the validation set:
τMKS = argmaxτ∈[0,∞) (F

MKS
f (τ)− FMKS

a,m (τ)), where FMKS
f is the cumulative probabil-

ity of fabricated data’s Model Knowledge Score and FMKS
a,m is that of aligned or misaligned

data.

8.3.2 Alignment Test

After ensuring the LLM has enough knowledge about (P,G) via Model Knowledge Test,
we check if the text G aligns with the LLM’s knowledge. Specifically, we add noise ϵAT

l ∼
N (0, (σAT

l )2) to the embeddings of each entity Sl to compute the perturbed embeddings
eAT
1:M+N ; since Model Knowledge Test has already verified that the model is knowledgeable

about Sl, we do not use the likelihood but adjust σAT
l only with al as σAT

l = al ·σ, where σ
is the same hyperparameter used in Model Knowledge Test. We then compute the perturbed
probability distribution PAT = f(eAT

1:M+N) ∈ R(M+N)×|T | and ∆Pi = PAT
i (ti)−Pi(ti) for

i = M + 1, . . . ,M +N

Since some tokens in the misaligned text can still be aligned with model knowledge,
while all tokens in the aligned text should be aligned, we evaluate Alignment Score (AS) by
taking the mean of top-pAS ∆Pi values (0 < pAS ≤ 1):

AS =
1

⌈pAS ·N⌉

⌈pAS ·N⌉∑
i=1

∆P sort
i , (8.4)
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where ∆P sort
1 ≥ · · · ≥ ∆P sort

N is a permutation of ∆PM+1, . . . ,∆PM+N sorted in descend-
ing order.

While large negative and large positive AS values are strong indicators of alignment
and misalignment, respectively, AS ≈ 0 can imply either. To handle near-zero AS, we
use SelfCheckGPT [30], which takes some computational cost but effectively differentiates
text about which a model has enough knowledge. Integrating our Alignment Test with
SelfCheckGPT reduces its computational cost by checking only a few data points with
AS near zero, while achieving high accuracy. We set lower and upper thresholds, τAS

l and
τAS
u , to run SelfCheckGPT only on data within these thresholds; data points with AS lower

than τAS
l and higher than τAS

u are directly classified as aligned and misaligned, respectively.
The thresholds are determined to maximize correct predictions and minimize incorrect
predictions on the validation set as

τAS
l = argmax

x

(
1 + FAS

a (x)

1 + FAS
m (x)/keff

)
(8.5)

τAS
u = argmax

x

(
1 + (1− FAS

m (x))

1 + (1− FAS
a (x))/keff

)
, (8.6)

where FAS
a and FAS

m are the cumulative probabilities of the Alignment Score for aligned
and misaligned data, respectively, and keff is a hyperparameter that controls efficiency;
larger keff reduces penalization for incorrect classifications, allowing more data points to
be classified by the Alignment Score; Sec. 8.4.3 further demonstrates how keff balances the
efficiency and performance.

8.4 Experiments

This section demonstrates SHINE’s effectiveness in hallucination probing (Sec. 8.4.1) and
detection (Sec. 8.4.2), highlighting its superiority over existing algorithms and the impor-
tance of probing. Then, we show how our method improves efficiency while maintaining
high performance (Sec. 8.4.3), directly compare our Model Knowledge Score with existing
approaches (Sec. 8.4.4), and examine the robustness of SHINE to its hyperparameters
(Sec. 8.4.5).

8.4.1 Hallucination Probing

We demonstrate SHINE’s effectiveness on three modern LLMs: LLaMA2-13B-Chat-
GPTQ [489], LLaMA3-8B-Instruct [613], and Mistral-7B-Instruct v0.3 [614], henceforth
referred to as LLaMA2, LLaMA3, and Mistral. We use en core web sm model for
SpaCy, LLM temperature of 1.0, σ = 10σ0, where σ0 is the standard deviation of all token
embeddings in each dataset, katt of 0.1, and keff of 0.1.
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Dataset

Our evaluation requires datasets of prompts, LLM-generated responses, and labels (aligned,
misaligned or fabricated). Since existing datasets only provide binary labels (hallucinated or
not), we create two new datasets — NEC and Biography — featuring trinary labels, using
existing datasets [606, 19].

The NEC dataset contains questions on existent and non-existent concepts and LLM-
generated responses, with across six different topics (foods, sports, countries, animals,
medicines, generic). For each model, we identify questions for which the model has enough
knowledge and generate both aligned and misaligned responses. The same number of
questions and responses about non-existent concepts are sampled to create fabricated data
points and ensure balanced dataset. This results in 359 aligned, 359 misaligned, and 359
fabricated responses for the LLaMA2 model, 358 responses for each category for LLaMA3,
and 476 for Mistral. Within each topic and label, the data is split evenly into validation and
test sets.

The Biography dataset builds on top of an existing dataset of people’s names on
Wikipedia [19] to generate a biography of each person. After identifying the names that
each LLM knows well, we pair each person with the correct job and prompt the LLM to
generate the person’s aligned and misaligned biographies. To create fabricated biographies,
we add model-unknown people’s names and pair them with incorrect random jobs so that
LLMs would completely fabricate. As a result, we collect 109 aligned, 109 misaligned, and
129 fabricated biographies for LLaMA2; 174 aligned, 174 misaligned, and 174 fabricated
biographies for LLaMA3; and 128 aligned, 128 misaligned, and 128 fabricated biographies
for Mistral.

Each dataset is split evenly into validation and test sets within each label.

Results

We evaluate the Model Knowledge Score and Alignment Score by visualizing their cu-
mulative distribution functions (CDFs) on the validation set of the NEC dataset for the
LLaMA2 model (Fig. 8.3). The distributions of the Model Knowledge Score for fabricated
and non-fabricated text (i.e., aligned and misaligned) are substantially distinct, demon-
strating the score’s effectiveness in detecting fabrication. Specifically, the KS statistic
(maxτ∈[0,∞)F

MKS
f (τ)− FMKS

a,m (τ)) is 0.82 at τMKS of 0.99 (p-value 1.53e-80).1 Align-
ment Score distributions for aligned and misaligned data also exhibit a clear gap, enabling us
to classify data with Alignment Score below τAS

l = 0.00 as aligned and above τAS
u = 0.14

as misaligned, and use SelfCheckGPT for the remaining data.
Table 8.1 shows the confusion matrices of SHINE on the NEC and biography datasets

1τMKS is highly consistent across datasets, with values of 0.99 on NEC and 1.01 on the biography for
LLaMA2.
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Table 8.1: Confusion matrix showing SHINE’s hallucination probing performance (%) on
LLaMA2, LLaMA3, and Mistral across two datasets: NEC / biography.

Actual

Aligned Misaligned Fabricated

LLaMA2

Pr
ed

ic
te

d Aligned 75.53 / 81.82 13.53 / 5.45 9.89 / 4.62
Misaligned 11.17 / 9.09 73.53 / 87.27 1.65 / 9.23
Fabricated 13.30 / 9.09 12.94 / 7.27 88.46 / 86.15

LLaMA3
Pr

ed
ic

te
d Aligned 72.93 / 83.91 20.77 / 6.90 6.04 / 1.15

Misaligned 14.92 / 8.05 68.31 / 75.86 8.79 / 1.15
Fabricated 12.15 / 8.05 10.93 / 17.24 85.16 / 97.70

Mistral

Pr
ed

ic
te

d Aligned 73.44 / 89.06 11.62 / 3.12 12.45 / 1.56
Misaligned 5.81 / 4.69 65.15 / 87.50 4.15 / 3.12
Fabricated 20.75 / 6.25 23.24 / 9.38 83.40 / 95.31

across the LLaMA2, LLaMA3, and Mistral models. Since no existing methods differentiate
text into these three types, we cannot directly compare our approach with others. Overall,
SHINE effectively differentiates the three types across both datasets and all three LLMs.
For LLaMA2, the Model Knowledge Test correctly detects 88.46% of fabricated data points
in the NEC dataset and 86.15% in the biography dataset. The Alignment Test further
differentiates aligned and misaligned text, correctly classifying 75.53% of aligned and
73.53% of misaligned data points in the NEC dataset and 81.82% of aligned and 87.27% of
misaligned data points in the biography dataset. Similarly, for LLaMA3 and Mistral, SHINE
consistently classifies most data points correctly, demonstrating its robust effectiveness in
hallucination probing.

8.4.2 Hallucination Detection

We evaluate SHINE’s effectiveness in conventional hallucination detection (i.e., binary
classification for faithful vs. hallucinated) by comparing it with two detection methods
(SelfCheckGPT [30], BSDetector [599]), and five uncertainty estimation methods (negative
log-likelihood (NLL) [615], entropy [327], Hallucination Score [36], Semantic Entropy [40],
MARS [42]2). For a fair comparison, we adapt SHINE’s predictions to binary by combining
its misaligned and fabricated classes into the hallucinated class, and mapping aligned
to faithful. We do not experiment with methods outside our scope, like those requiring
external knowledge [18, 19, 20], LLM fine-tuning [24, 25, 26], or supervised training with
hallucination-labeled data [21, 22, 23, 43], or those with different objective of predicting
hallucination likelihood from prompts rather than analyzing generated responses [33, 337].

2Among MARS variants, we use MARS+SE (Semantic Entropy), which exhibits the best performance.
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Table 8.2: SHINE (in bold) outperforms all existing approaches in hallucination detection
(%), especially for fabricated text, across the NEC / Biography datasets. For a fair compari-
son, we adapt SHINE’s predictions to binary by combining its misaligned and fabricated
classes into the conventional hallucinated class, and mapping its aligned class to the faithful
class.

Aligned Misaligned Fabricated

Overall Faithful Hallucinated

LLaMA2

SHINE (Ours) 83.69 / 90.58 73.40 / 81.82 86.47 / 94.55 91.21 / 95.38
SelfCheckGPT 63.58 / 76.92 86.70 / 81.82 86.47 / 98.18 17.58 / 50.77
BSDetector 76.69 / 73.80 85.64 / 70.91 82.35 / 98.18 62.09 / 52.31
NLL 65.00 / 57.58 82.98 / 89.09 90.59 / 83.64 21.43 / 0.00
Entropy 58.37 / 55.06 67.55 / 98.18 72.94 / 65.45 34.62 / 1.54
Hallucination Score 48.15 / 68.02 93.62 / 89.09 37.65 / 87.27 13.19 / 27.69
Semantic Entropy 67.46 / 78.32 39.89 / 85.45 97.65 / 61.82 64.84 / 87.69
MARS+SE 67.46 / 76.08 39.89 / 81.82 97.65 / 61.82 64.84 / 84.62

LLaMA3

SHINE (Ours) 82.04 / 90.80 72.93 / 80.46 79.23 / 93.10 93.96 / 98.85
SelfCheckGPT 68.14 / 80.84 78.45 / 87.36 75.96 / 91.95 50.00 / 63.22
BSDetector 81.88 / 80.08 85.64 / 86.21 78.69 / 78.16 81.32 / 75.86
NLL 71.41 / 50.19 66.30 / 74.71 74.86 / 70.11 73.08 / 5.75
Entropy 76.57 / 70.11 75.69 / 55.17 69.40 / 87.36 84.62 / 67.82
Hallucination Score 67.39 / 79.69 65.19 / 75.86 69.95 / 90.80 67.03 / 72.41
Semantic Entropy 60.50 / 77.39 71.27 / 73.56 38.25 / 60.92 71.98 / 97.70
MARS+SE 60.07 / 75.86 72.53 / 74.71 35.16 / 55.17 72.53 / 97.70

Mistral

SHINE (Ours) 83.13 / 94.79 73.44 / 89.06 88.38 / 96.77 87.55 / 98.44
SelfCheckGPT 71.09 / 69.27 89.63 / 93.75 83.82 / 98.44 39.83 / 15.63
BSDetector 82.85 / 88.54 88.80 / 93.75 85.06 / 98.44 74.69 / 73.44
NLL 74.14 / 65.10 90.04 / 93.75 84.23 / 95.31 48.13 / 6.25
Entropy 65.01 / 71.35 77.18 / 54.69 65.15 / 100.0 52.70 / 59.38
Hallucination Score 63.21 / 67.19 60.58 / 65.62 72.20 / 100.0 56.85 / 35.94
Semantic Entropy 64.32 / 84.90 73.03 / 78.12 35.68 / 84.38 84.23 / 92.19
MARS+SE 59.75 / 83.85 74.27 / 85.94 25.31 / 79.69 79.67 / 85.94

Models and Datasets

To assess detection performance across a wider range of models and tasks, we also evaluate
Qwen2.5-7B-Instruct [616] (referred to as Qwen)3and two benchmark hallucination detec-
tion datasets: HaluEval [28] and TriviaQA [617], in addition to the NEC and biography
datasets (Sec. 8.4.1).

The HaluEval dataset includes 10,000 tuples of a question, relevant context, and faithful
and hallucinated responses, resulting in 10,000 faithful and 10,000 hallucinated data points.
The TriviaQA dataset contains 318 trivia questions that can be verified using Wikipedia,
resulting in 257 faithful and 318 hallucinated data points for LLaMA2, 263 faithful and 318
hallucinated for LLaMA3, 268 faithful and 318 hallucinated for Mistral, and 209 faithful
and 318 hallucinated for Qwen. We use half of each dataset as validation data, and the other

3We could not experiment with Qwen on the NEC and biography datasets since Qwen’s ability to reject the
unanswerable questions resulted in only a few fabricated data points.
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half as test data.
As all HaluEval prompts include relevant context, we conduct only the Alignment Test

without the Model Knowledge Test. For TriviaQA, which does not distinguish between
misaligned and fabricated data and thus cannot decide τMKS , we set τMKS for each model
to the mean from the NEC and biography datasets.

Detection Results

Table 8.2 shows the mean and class-wise accuracies4of each method on the NEC and biogra-
phy datasets; class-wise accuracies measure the ratio of aligned text predicted as faithful,
misaligned text predicted as hallucinated, and fabricated text predicted as hallucinated; mean
accuracy is the average of these three values. SHINE consistently achieves the highest mean
accuracies across all models and datasets. Comparing SHINE with the two hallucination
detection methods (SelfCheckGPT, BSDetector), which misclassify much of the fabricated
text, underscores the importance of differentiating fabricated text from misaligned text for
accurate detection. For instance, for LLaMA2, SHINE correctly classifies 91.21% of fabri-
cated text in the NEC dataset, much higher than the 17.58% and 62.09% by SelfCheckGPT
and BSDetector, respectively; the underperformance of SelfCheckGPT and BSDetector are
attributable to LLM’s consistent generation of fabricated text [330]. The underperformance
of uncertainty estimation methods (NLL, entropy, Hallucination Score, Semantic Entropy,
MARS+SE) aligns with recent findings that LLMs often exhibit overconfidence in fabricated
content [330]. SHINE’s superior performance extends to LLaMA3 and Mistral models,
reaffirming its effectiveness.

Table 8.3 demonstrates SHINE’s superiority on the HaluEval and TriviaQA datasets
across four models, showcasing its effectiveness with and without relevant context provided
in the prompt. Notably, SHINE is the only method that correctly classifies certain hallu-
cinated data in TriviaQA. For example, for the question “Melanie Molitor is the mom of
which tennis world No 1?”, LLaMA2 consistently generates the incorrect response “Serena
Williams” across ten generations. While all other methods misclassify this as faithful,
SHINE correctly classifying it as fabricated (i.e., hallucinated) with a Model Knowledge
Score of 0.0369.

8.4.3 Efficiency of SHINE

SHINE incorporates the hyperparameter keff to control the efficiency of the Alignment Test
by changing the number of data points inspected by SelfCheckGPT. While SelfCheckGPT
takes 60.44 seconds to classify a single NEC data point using LLaMA2 on an NVIDIA
A10G GPU, SHINE’s Alignment Test completes the same task in less than 2 seconds, which

4We could not compare receiver operating characteristic (ROC) curves as SHINE detects hallucinations
using two scores, not one.
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Table 8.3: SHINE (bolded) outperforms all existing methods in hallucination detection (%)
on HaluEval/TriviaQA.

Type Overall Faithful Hallucinated

LLaMA2

SHINE (Ours) 86.69 / 93.20 83.32 / 96.90 90.96 / 89.51
SelfCheckGPT 76.56 / 92.74 77.30 / 98.45 75.82 / 87.04
BSDetector 80.94 / 88.22 84.96 / 84.62 76.92 / 91.82
NLL 62.65 / 75.29 45.66 / 73.85 79.64 / 76.73
Entropy 63.29 / 72.18 51.50 / 77.69 78.08 / 66.67
Hallucination Score 55.06 / 72.53 11.90 / 81.54 98.22 / 63.52
Semantic Entropy 76.79 / 90.63 76.72 / 86.92 80.96 / 94.34
MARS+SE 76.76 / 90.63 72.82 / 86.92 80.70 / 94.34

LLaMA3

SHINE (Ours) 87.95 / 87.34 81.00 / 87.88 94.90 / 86.79
SelfCheckGPT 78.77 / 87.15 80.08 / 89.39 77.46 / 84.91
BSDetector 84.96 / 86.69 86.56 / 84.09 83.36 / 89.31
NLL 32.00 / 57.58 41.20 / 48.48 22.80 / 66.67
Entropy 82.79 / 63.20 78.86 / 62.88 86.72 / 63.52
Hallucination Score 70.28 / 71.49 68.38 / 56.82 72.18 / 86.16
Semantic Entropy 81.12 / 83.68 81.98 / 81.82 80.26 / 85.53
MARS+SE 81.12 / 84.06 81.98 / 82.58 80.26 / 85.53

Mistral

SHINE (Ours) 83.13 / 89.51 89.46 / 86.57 76.80 / 92.45
SelfCheckGPT 77.97 / 89.14 78.88 / 85.82 77.06 / 92.45
BSDetector 81.92 / 85.19 85.32 / 83.58 78.52 / 86.79
NLL 79.05 / 78.25 64.68 / 87.31 93.42 / 69.18
Entropy 67.65 / 72.58 55.08 / 67.16 80.22 / 77.99
Hallucination Score 43.78 / 68.36 75.82 / 45.52 11.74 / 91.19
Semantic Entropy 79.18 / 82.46 78.60 / 76.87 79.76 / 88.05
MARS+SE 79.35 / 82.63 78.98 / 77.21 79.72 / 88.05

Qwen

SHINE (Ours) 89.40 / 85.81 82.74 / 92.38 96.06 / 79.25
SelfCheckGPT 76.51 / 85.18 76.60 / 92.38 76.42 / 77.99
BSDetector 85.51 / 84.81 84.22 / 79.05 86.80 / 90.57
NLL 59.47 / 48.60 25.94 / 69.52 93.00 / 27.67
Entropy 64.27 / 50.07 45.52 / 48.57 83.12 / 51.57
Hallucination Score 71.76 / 68.18 55.64 / 53.33 87.88 / 83.02
Semantic Entropy 80.15 / 83.90 78.58 / 86.67 81.72 / 81.13
MARS+SE 80.15 / 83.90 78.58 / 86.67 81.72 / 81.13

is over 30 times faster. We evaluate SHINE’s performance and computation time on the
NEC dataset and the LLaMA2 model for keff values ranging from 0.1 to 10 (Fig. 8.1), with
comparisons to other methods. Results for other datasets and models, which follow similar
trends.

SHINE’s performance improves with increased computation time, indicating that Self-
CheckGPT often helps the Alignment Test. Even at low keff values, SHINE outperforms
BSDetector, the best-performing compared method, highlighting its superiority in both
efficiency and accuracy. Table 8.4 additionally shows the number of data points handled by
SelfCheckGPT and the overall accuracy, while varying the hyperparameter keff from 0.1 to
1.0. SHINE applies SelfCheckGPT to only 30 out of 332 data points when keff is 1.0, while
achieving the overall accuracy of 77.08%, which exceeds the state-of-the-art performance of
76.69%. Lowering keff further improves the accuracy, offering a flexible balance between
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Table 8.4: We vary keff for the LLaMA2 model on the 322 NEC data points evaluated with
the Alignment Test. We report the number of data points examined by SelfCheckGPT (#
SelfCheckGPT) and the corresponding accuracy. Larger keff values offer higher efficiency
while preserving state-of-the-art accuracy, whereas smaller keff values yield additional
accuracy gains.

keff # SelfCheckGPT Accuracy (%)

1.0 30/322 77.08
0.5 160/322 82.26
0.2 256/322 83.21
0.1 284/322 83.69

efficiency and effectiveness.

8.4.4 Effectiveness of Model Knowledge Test

We assess the effectiveness of Model Knowledge Score in distinguishing fabricated from
non-fabricated (i.e., aligned and misaligned) text by comparing its receiver operating charac-
teristic (ROC) curves against existing methods on the NEC dataset for LLaMA2, LLaMA3,
and Mistral models (Fig. 8.4). For a comprehensive comparison, we include hallucina-
tion detection methods, even though they are not designed to differentiate misaligned and
fabricated text.

The Model Knowledge Score achieves the highest ROC area under the curve (AUC)
across all models: 0.9410 for LLaMA2, 0.9016 for LLaMA3, and 0.8730 for Mistral. Lim-
ited AUC of state-of-the-art uncertainty estimation methods (Semantic Entropy, MARS+SE)
highlights their weakness when the LLM is overconfident and consistently generates iden-
tical fabricated responses across multiple generations. Notably, the Model Knowledge
Score without likelihood scaling (Eq. 8.2) still provides an informative measure of model

LLaMA2 LLaMA3 Mistral

0.9410 0.9016 0.8730
0.7310 0.8004 0.6835

0.3288 0.4992 0.4465

0.4216 0.6161 0.4822

0.5714 0.6728 0.6490

0.2837 0.6045 0.4890

0.3990 0.7378 0.5568

0.5301 0.7652 0.8229

0.5482 0.7733 0.8274

Model Knowledge Score
MKS without likelihood scaling

SelfCheckGPT

Hallucination Score

BSDetector

NLL

Entropy

Semantic Entropy

MARS+SE

LLaMA2-13B-Chat ROC AUC ScoresLLaMA3-8B-Instruct Mistral-7B-Instruct

Figure 8.4: ROC curves of the Model Knowledge Score and existing methods for differenti-
ating fabricated and non-fabricated (i.e., aligned and misaligned) text on the NEC dataset
generated by the LLaMA2, LLaMA3, and Mistral models. The Model Knowledge Score
achieves the highest ROC AUC values, demonstrating its superiority in identifying whether
a model has sufficient knowledge about the prompt and text.
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Figure 8.5: SHINE’s mean accuracy on the NEC dataset for the LLaMA2, LLaMA3, and
Mistral models while varying each of σ, katt, pMKS , and pAS .

knowledge, while incorporating likelihood scaling significantly improves performance.

8.4.5 Hyperparameter Sensitivity

SHINE involves four hyperparameters, σ, katt, pMKS , and pAS , which we set to 10σ0, 0.1,
0.5, and 0.1, respectively, to achieve the best performance. To assess SHINE’d robustness to
these hyperparameters, we evaluate its performance on the LLaMA2, LLaMA3, and Mistral
models, while varying each hyperparameter, and visualize the results on the NEC dataset in
Fig. 8.5.

Our hyperparameter configuration mostly yields the best overall performance. Notably,
pMKS , and pAS values have little impact on SHINE, confirming its robustness to these
parameters. For katt, lower values provide the strongest results for each model (0.1 for
LLaMA2, 0 for LLaMA3 and Mistral), though higher values still achieve state-of-the-art
accuracies. For σ, values between 10σ0 and 20σ0 perform well, while extremes — too low
(5σ0) or too high (30σ0) — degrade the performance.

8.5 Conclusion

We develop SHINE, a novel method to classify LLM-generated text into aligned, misaligned,
and fabricated to identify the causes of hallucinations and improve existing detection
methods. Model Knowledge Test effectively detects fabricated text and Alignment Test
further differentiates aligned and misaligned text. We aim to develop a more efficient and
effective technique and to evaluate our method on a broader range of tasks.
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Part IV

Conclusions
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CHAPTER 9
CONCLUSIONS AND FUTURE DIRECTIONS

9.1 Research Contributions

My thesis contributes to the fields of human-computer interaction, machine learning, visual-
ization, and their intersections by developing approaches to attribute risks (Part I), explain
model failures (Part II), and guide risk mitigation (Part III).

Bridging Interpretability and Safety: A New Paradigm for Responsible and Safe AI

• We present the first comprehensive survey that connects LLM interpretation and
safety (Chapter 3). We introduce a unified framework that summarizes safety-focused
interpretation methods, interpretation-informed safety enhancement strategies, and
practical tools that operationalize them. This timely survey provides researchers and
practitioners with a clear roadmap of key advancements, establishing interpretation as
a cornerstone for building safer LLMs.

• LLM Attributor (Chapter 4) elevates training data attribution, a powerful yet underex-
plored interpretation technique, into a practical safety tool. By enabling practitioners
to directly visualize and inspect the training data most responsible for an output, it de-
livers interactive, evidence-based reliability checks that can be leveraged to diagnose
unsafe generations.

• VisCUIT (Chapter 6) transforms interpretation into fast, intuitive diagnostics of spu-
rious model behaviors, exposing how and why models produce unreliable predictions.
VisCUIT empowers practitioners to identify and preempt risks before deployment in
high-stakes applications.

• CRAYON (Chapter 7) pioneers an algorithmic bridge between interpretation and
intervention, offering a practical and scalable solution to rectify improper model
attention. CRAYON enables both classic and modern interpretation methods to
directly enhance model robustness and reliability.

Revolutionizing AI Understanding: Global Reach through Interactive Visualization

• Diffusion Explainer (Chapter 5) demonstrates the substantial learning benefits of
interactive visualization for understanding generative AI compared to traditional
resources, validated by a 56-participant user study. Together with the follow-up
Transformer Explainer, these tools have reached over 638,000 users across 200+
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countries and been integrated into top university courses (e.g., MIT, Columbia),
establishing interactive visualization as a proven approach for democratizing AI
education.

• LLM Attributor (Chapter 4) offers visualizations for computational notebooks, mak-
ing attribution fast, legible, and seamlessly integrated into workflows. Features such
as influential example visualization and side-by-side comparison allow practitioners
to interactively explore how outputs arise, simplifying adoption of attribution.

• VisCUIT (Chapter 6) advances interactive exploration of model internals, enabling
researchers and practitioners to easily probe and interpret complex attention patterns.
Its visualization design provides an accessible yet powerful interface for understanding
model behaviors, complementing its role as a diagnostic tool for safety.

Breakthrough Algorithms Driving Safer Models

• CRAYON (Chapter 7) introduces the first practical and scalable method to correct
model attention with simple yes-no feedback. Validated by a large-scale evaluation
with nearly 6,000 participants, CRAYON demonstrates effectiveness, scalability, and
practicality in refining model attention.

• SHINE (Chapter 8) establishes a new paradigm for probing LLM hallucinations
through model knowledge. Without external knowledge, supervised training, or fine-
tuning, SHINE predicts whether an LLM possesses sufficient knowledge to generate
a faithful response, and whether the response aligns with the model’s knowledge,
providing a powerful diagnostic for hallucination detection and analysis.

Open-source and Extensible Systems Accelerating Global AI Innovation

• Across this thesis, I have released many open-source, paradigm-shifting tools—
from web-based visual interfaces (Chapter 4, 5, 6) to scalable algorithms to improve
AI safety (Chapter 7, 8)— that are freely available for adoption and extension. This
work has empowered researchers, practitioners, and educators worldwide to build
upon my designs, accelerating innovation and advancing the responsible use of AI.

9.2 Impact

My thesis research is already making significant impact on industry and society.

• Diffusion Explainer (Chapter 5) and its followup work Transformer Explainer have
pioneered generative AI education and literacy, being used by more than 638,000
novices across 200+ countries and integrated into top university courses (e.g., MIT,
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Columbia). These contributions have been recognized by prestigious honors, including
being named an NCWIT AiC Collegiate Award Finalist and winning the IEEE VIS
Best Poster Award.

• My visualization designs for safety and interpretability, exemplified in LLM Attrib-
utor (Chapter 4) and VisCUIT (Chapter 6), led to Cisco’s OpenRAI library for
responsible AI, and informed the creation of a visualization interface with AVAST to
strengthen web security.

• My research was recognized with the Korean Honor Scholarship, a competitive
fellowship awarded by the Korean government to only 36 Korean students studying in
the US.

• My works have been recognized with multiple awards: VisCUIT (Chapter 6) received
the Best Project Award Honorable Mention (2nd place) in CS7001, a course taken
by over 60 first-year CS PhD students at Georgia Tech; SHINE (Chapter 8) received
the NeurIPS SoLaR Workshop Travel Award; CRAYON (Chapter 7) received the
IEEE BigData Student Travel Award. Beyond academia, these ideas were translated
into industry impact, with my work winning the Best Poster Award in the Adobe
Firefly intern poster session.

• My thesis ideas contributed to securing two highly competitive funded grant awards:
the concept of democratizing AI (Chapter 5 and 6) formed the foundation of a funded
$1.2M NSF Medium Grant, while educational innovation in the era of generative AI
(Chapter 5) received a Google Research Award.

9.3 Future Directions

While this dissertation makes significant contributions and demonstrates impact across
academia, industry, and society, it also opens several promising research directions in
developing safer, human-centered AI systems.

9.3.1 Unified Systems From Risk Diagnosis to Automatic Mitigation

For safer AI, this dissertation addresses three complementary capabilities, attributing risks,
explaining them, and guiding corrective interventions. While each capability is valuable on
its own, future progress may integrate them into unified end-to-end systems that monitor
and explain model behavior, incorporate human feedback, and automatically respond with
appropriate interventions. By connecting attribution, explanation, and mitigation in a
closed loop, these systems would make AI safety approaches more actionable, scalable, and
practical for real-world deployments, where failures must often be addressed quickly and at
scale.
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9.3.2 Adaptive Explanations for Diverse Users and Contexts

The explanations in this dissertation are designed to be effective for specific target audiences,
yet they remain largely static: they present the same explanation regardless of a user’s
background, expertise, or goals. Future research should move toward adaptive explanation
systems that personalize content, interaction style, and level of detail according to users’
needs and situational context. For example, beginners seeking to learn basic concepts may
benefit from high-level visuals and step-by-step walkthroughs, whereas machine learning
practitioners aiming to mitigate model risks may prefer detailed information about model
internals, such as attribution results or neuron-level diagnostics. Future interfaces could infer
these needs through explicit preferences or interaction behavior, then dynamically tailor
explanations in real time, making AI understanding more effective, efficient, and broadly
accessible.

9.3.3 Cross-model Interfaces for Rapidly Evolving AI Ecosystems

Modern AI ecosystems are evolving rapidly: new architectures emerge continuously, and
real-world applications increasingly rely on heterogeneous pipelines that combine multiple
models within a single workflow. This challenge is especially pronounced in multimodal
and agentic systems, which coordinate diverse modalities (e.g., language, vision, audio)
and modules (e.g., retrieval modules, external tools). Future research should therefore
move beyond model-specific tools toward more general frameworks that support diverse
models and modalities. Future interfaces should reveal not only how individual components
behave, but also how information flows across components and where failures arise within
the broader pipeline. Building such cross-model interfaces could make interpretability more
scalable, transferable, and sustainable in an era of continuous AI innovation.

9.3.4 Refining AI Safety Taxonomies for Emerging Risks

Much of current AI safety research focuses on established risk types such as hallucination,
harmful generation, bias, and privacy leakage. While these concerns remain important,
future AI systems may introduce risks that do not fit neatly within existing taxonomies. In
particular, as models become increasingly embedded in physical environments, autonomous
agents, and complex decision-making workflows, safety frameworks must continually evolve
to capture new forms of harm.

9.3.5 Evaluating the Effectiveness of Interpretability Methods

Interpretability methods are often motivated by the promise of improving AI safety, yet
explanations are not inherently reliable or beneficial. Different methods can vary substan-
tially in their faithfulness, robustness, and usefulness to real users. Moreover, the way
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explanations are presented can significantly affect whether users are helped or misled. Thus,
future work should place greater emphasis on systematically evaluating interpretability
methods not only as technical algorithms, but also as practical tools experienced and used
by people in real-world settings.

9.4 Conclusion

I believe that AI should not only become more capable, but also safer, more reliable,
and aligned with human values. As AI systems increasingly shape decisions, creativity,
and everyday life, my continued mission is to develop human-centered methods that help
various users uncover model risks, understand risky behaviors, and fix when risks arise.
This dissertation is an initial step toward this mission, and addresses the fundamental and
practical challenges of fortifying AI safety through visual and algorithmic explanations.
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